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CECILE:
Welcome, and thank you for attending today's IBM ILOG BRMS in Action Webcast, Deploy and Manage Rules‑Based Applications.  Our speakers today will be Brett Stineman, Director of BRMS Product Marketing at ILOG, an IBM Company, and Steve Munsat, Senior Technical Account Manager.PRIVATE 

Brett will introduce us to business rule management system and he will briefly summarize the content of the previous session.  Steve will perform a live product demo on rules deployment and management.  There will be a question and answer period at the end of this session.  Please enter your questions at any time during the presentation using the Q&A box in the WebEx interface.

The links to the recorded presentation will be emailed at the end of the presentation to all attendees.  If you experience any technical problem, you can call this number which is on your screen right now 1 (866) 779‑3239, or you can also ask for help in the Q&A box.  Now, let's get started.  Over to you, Brett.

STINEMAN:
Thank you very much, Cecile.  And welcome, everyone.  The place I'd like to start before we get into today's demo is to do a brief recap of where we have, the various things that we've looked at in the previous sessions.  And I think a good starting point really is to talk about this idea of the very needs across the organization related to business rules management.

Really what we're talking about here is that when you're looking at rules management both as a practice and a technology, that there's multiple aspects related to the various roles and needs relating both the creation and the ongoing maintenance of rules.  So you can see here a couple of different types of rules and people that are involved in what we call the rule lifecycle.

And each one has very specific things that he or she is interested in.  So from a developer, it's about developing applications, rule‑based applications and maintaining those.  If I am a business user, it's really about having an easy, efficient, reliable way of dealing with those policies and rules that are critical to my business needs.

And if I am somebody who's in operations, I need to make sure that I have an application that is high performing, scalable, that I can monitor and that I know will be reliable.

And what you actually, we've been showing you across these different sessions is that using ILOG JRules, we actually provide a set of tools and environments that are specifically focused around these various types of rules and their needs.

And so if I go back, and let's look at the first session that we had.  And you can see here there's a URL because people are typically, they're interested in knowing where they can actually go back and view these archived versions of the sessions that we've already done.

So if you go up to that link, that will actually take you to the business rules home page.  And on the righthand side, you can actually find the BRMS in Action Series, and then you can actually view the various sessions.

What we saw in the first session was we focused on the Rule Team Server environment, and this is really where business users go to control those rules that they're responsible for and that are used as part of their operational systems and that are critical to their business.

And some of the things that we actually focused on there was how a business user can easily navigate and find the various types of rules, how they can author and edit those rules in a very guided way through a Web‑based environment but also with some intelligence that will help them to correctly author the rules in a way that the systems that use those will be able to use those correctly...

And as well as to be able to do some validation, so one of the things that was shown in the demo was running a simulation so that you could...the business user could actually see if I make this type of rule change and in the context here of a auto insurance quotation system, that if I make this specific type of rule change how that will affect the way policies are priced and accepted.  So this is really focused around how business users are involved in business rule management through our Rule Team Server environment.

In the second session that we showed, we focused now on the development environment.  So the focus here was around the JRules Rule Studio environment.  And this is where developers go and build out rule based applications.  So we saw the creation of a rule project.  So this was around a specific type of application, and we showed how the developer can very easily build out the underlying infrastructure of that application.

So this is really around the creation and customization of a business object model.  And through that business object model, the developer was able to create the type of verbalizations that a business user would then use in authoring and editing rules over time.  So to make sure that things were in such a way that a business user could easily understand how to maintain various types of rules over time.

So in addition to building out the underlying infrastructure of that project, then we also showed how the developer would then extend the ongoing rule maintenance to a business user through the Rule Team Server environment.  So that really takes us through what we've seen so far.

And now we're going to move into our current session, where we're going to now focus on that third role that I showed initially which is the operations role.  And this is someone who's going to be responsible for the application when it goes into production.

And this session will really focus on our Rule Execution Server environment.  And at this point what I'm going to do is I'm going to hand over to Steve Munsat.  He'll take you quickly through what we're going to see here and then we'll go into a live demo.

MUNSAT:
All right, Brett, thank you.  So let's talk about the needs of organizations when it comes to rule execution, management and the ongoing monitoring of business rule based applications.  If you need to simultaneously execute different sets of rules side by side, be able to automatically update those rules, or even add transaction management characteristics alongside rule execution, you really need a managed rule execution environment.

And ILOG's Rule Execution Server is just that.  It's typically installed on a J2EE application server.  It can be deployed as a central service ‑‑ that is it can simultaneously execute multiple rule sets in order to accommodate the requests of multiple clients simultaneously or client applications.  And it provides a variety of execution components and integration patterns that allow developers to easily integrate rule execution into enterprise applications.

There's a Web based management console that we have a screenshot of here that allows easy interactive management and monitoring of the rule applications.   It also allows management through external JMX based tools like IBM's Tivoli or other JMX based tooling.  It has integrated logging and debugging facilities, and the Rule Execution Server also allows you to deploy business rules as Web services with zero coding.

You simply deploy your business rules to the execution server with a few mouse clicks.  And we'll take a look at this during the demonstration.  And then they're automatically available as a Web service.  We call this concept, Transparent Decision Services.

And the idea behind calling it Transparent Decision Service is that unlike typical black box Web services, the services are backed by business user understandable business rules, so there's this level of transparency into the inner workings of the Web service that's not really available with any other kind of technology.

The console that we're going to focus on today is really intended for system administrators and sometimes developers.  It's there for them to determine what rule sets have been deployed, enable or disable them and perform basic monitoring and statistical analysis of the rule execution.

You can deploy, change and manage business rules as the business application is running ‑‑ that is, real‑time changes to business rules without any interruption to the business or to the Web service, the underlying service.

And the model persists all of the changes that are made to a rule set.  So you end up with a system that records the details of the different versions of the rule set including information related to who modified the rules, date and time when they were modified, and additional information related to the change.

At this point I'm going to share my desktop with you.  And in this session, we're going to look at how business rules are deployed to the Rule Execution Server and then I'm going to show you how they're managed and monitored once they've been deployed.

I'm going to start by a showing business application.  So there's a Web based business application that's used to provide automobile quotes to customers and end users.  And users of this application start by supplying information about the drivers.

So here we see we've got Cindy Davis, who's 22 years old.  And then they supply information about the automobile that they want to get covered, the coverage amounts, and then when the insurance application is submitted, the contents of those prior three screens are sent to the Rule Execution Server and the current business rules are executed.

Behind the scenes there are groups of different rules that perform different business functions.  So there's data validation checks to make sure that everything is built in properly, there's some insurance eligibility checks to do things like reject applicants that are too high of a risk, or exclude drivers who are too young to be insured.

And then finally, the price is calculated based on the various factors.  And if I drill into the price here of collision, $157 I can see that there's some different line items that went into that $157.  And those are, those line items are the direct result of business rules execution.

So now I'm going to go back and I'm going to show you how one of the eligibility checks works, and we're going to focus in on that.  So what I'm going to do is I'm going to change Cindy's age to 17, and then I'm going to resubmit this application.

And what we're going to see is when the rules are rerun with this new data, we see that Intelinsure does not insure individuals who are younger than the minimum required age, so Cindy's too young.

And so what I want to do is I want to go in and change the business rules, update the Rule Execution Server so that we'll be able to insure 17 year old drivers.  We covered some of this in a few of the prior sessions, but what I'm going to do is I'm going to do a quick review of different kinds of rule projects that we've seen in the last session.

So what I'm going to do now is I'm going to switch to the Eclipse based Rule Studio.  And you can see in the top left side of the screen that there are several different projects.  And each of these projects have been built for specialized purpose.

The first project that we see is what's called auto insurance quoting BOM.  BOM stands for the Business Object Model, so this project contains the business object model, the business vocabulary.  And then there's also projects for those different steps that I talked about: data validation, eligibility.  And then, there's some projects that are used to store configuration information like information about the Intelinsure RES ‑‑ RES stands for Rule Execution Server.

Then we also see this other project that's called Intelinsure rule app.  A rule app is a container for a collection of rule sets.  So the rule sets that we care about in this case are the data validation, eligibility and pricing rules.  So each time we deploy the rules, we want to deploy all the relevant rules that have changed within data validation, eligibility and pricing.

Essentially it's a convenient container for deploying the rules, and we'll also see later that it's also used for managing the rules in the management console, it gives them a sense of organization once they're deployed.

So if I open up the definition of the rule app, moving to the left ‑‑ I'll just open this all the way up ‑‑ we can see that the rule app has a name, this one is called Intelinsure rule app.  And if I look to the right I can see the list of the different rule sets that are contained within the rule app.

And looking to the lower left, if you can follow my mouse, you can see that there's a few different deployment options that we can do from here.  So the first is export where we can create a file based rule app which, I can save that to my hard drive and deploy it.

The second is deploy to one or more rule execution servers, and we also called this hot deploy ‑‑ hot deploying, because you can immediately push the new rules directly into a running Rule Execution Server.

And there's actually another option for deploying rules which isn't shown on this screen, and that's through script based deployment through [INAUDIBLE].  This is really outside of the scope of what I'm going to show today, but essentially it makes it so that you can automatically deploy rules without any user intervention.

And then on the lower right, we see some rule app properties, and these properties can be used to tell the Rule Execution Server or the rule engine itself to take special actions, like if we wanted to debug the rule set as its running.

So let's do this, let's, I want to go back, for business cases I want to make a change to our business rules and deploy the change rules to the Rule Execution Server.  Now, remember we changed Cindy's age to 17 and saw that she was rejected.  So what I want to do is I want to find out which rules caused the rejection and change those rules to allow 17 year old drivers to be insured.

The easiest way to find rules that apply under certain conditions or to otherwise to find rules is to rule query to find the rules.  So rule queries allow you to search through the rules, create reports and even make changes to rules based on the query.

Earlier I created, in the eligibility project, I created a query to find business rules that apply to 17 year olds.  And I'm going to open that up, and if we read it we can see that it's going to do just that.  So it's going to look through all the rules and it's going to find those that could become applicable if the age of the driver is 17.

And if I run the query, it's going to find the business rules.  And if I double click on the name of the rule, I'll be taken to the rule itself.  So here we see, we can read through the rule and it says, if the age of the driver is less than 18, reject the application with a specific reason.

So what I'm going to do is I'm going to change the rule to reject drivers that have, who are less than 17.  I'm going to save my rule, and then I'm going to go back and I'm going to redeploy our newly changed rule into our system.  So I'm going to go back to Intellinsure rule app, I'm going to click deploy, and here's, I see some options about how to handle the versioning when this new version is deployed.

So I can increment the major or minor versions of the rule app, I can choose to replace the existing rule set, and when I click next, I'm going to be prompted to provide the address of the server, as well as authentication information.

So I'm going to type in Adam, and give a password.  When I click finish, over in the console I can see that the rules have been deployed, and I can see details about the version numbers that have been deployed so I can see that I started with version 1.0 and now I've got version 2.0 up there.

So now I'm going to go back to my quoting application.  I'm going to go back and make sure that Cindy is 17, I'm going to resubmit this application.  There's a little bit of screen lag.  And then I can see that Cindy is now accepted.

So what we've just seen is that we have the ability to quickly deploy any changed rules without doing any programming, really no changes at all to our Web app.  We're just we're able to get these business rules into the running application with just a few mouse clicks.

The rapid deployment that we just saw is really just one of the ways that business rules can really revolutionize the speed at which application change can happen.  So you may be thinking that you're going to have situations where you might not want new business rules to go directly into the production system.

Typically, you're going to want to perform some quality checks on the rules, make sure that they're still meeting your business objectives, and this is what business rule testing and simulation is all about.

Rule testing and simulation is a pretty detailed subject.  It's a bit too detailed to get into for this session, but the next session that we have we're going to show you how to use ILOG's rules scenario manager to define and run testing and simulation scenarios.

So now that we've seen how to deploy new business rules, let's take a look at what it's like to manage and monitor the deployed rules.  So I'm going to go over to the Rule Execution Server console.  And by the way, everything that I did back in Rule Studio ‑‑ changing rules, deploying rules to the Rule Execution Server, all those ‑‑ those can also be done from the Web based rules editing and authoring environment that we call Rule Team Server that Brett talked about a little bit.

So I'm going to log into the Rule Execution Server console as Adam, who has system administrator privileges.  And I'm going to be presented with an overview page here.  And I'm going to go to the explore tab.  On the left side, I can see there's a tree view of the deployed rule apps.  And we can see that there's a few different versions of the Intellinsure rule apps, so there's the version 1.0 and 2.0.

And if we expand the tree of a rule app, we can see the different rule sets, data validation, eligibility and pricing.  And if I click on a specific rule applications, I get a rule app view where I can add a rule set to the rule app here.  I can add properties, I can download and archive with the rule set, which is that file based representation.  And then I can edit the name, any existing properties or other attributes.  And then I can see the version number, when it was created.

Now I'm going to go and click on a specific rule set.  If I do that, then I'm given the rule set view.  And this is where I can interact really a lot more closely with the deployed rules themselves.  So if you look towards the top of the rule set, you can see that I've got options to test the rule set which is a way, it's a way to interactively test the rules right here from the console.  And I'll get back to that in a second.

View statistics, which allows us to view statistics about the rule execution, how many times it's been executed, how long execution took across all the calls and then some other statistics like average, minimum/maximum, last execution time.  The zeros that you see there indicate that it happened in less, that that execution took less than a millisecond.  And we'll go back and do some more executions and see the statistics update.

There's also view execution units.  And so the execution units are the instances of the technical rule engine container.  And that is responsible for handling the real low‑level details of rule set execution for the server.

So when you have this installed in a really complex or clustered configuration, we might want to drill into the details of which execution units are configured for each rule set, where they are within the cluster, and just to be able to see a lot of the details about the individual execution units.  Bottom line is that all the details about the server are exposed and available here to systems administrators.

Then the next button is where we can upload a file based version of the rule app and have properties, we can edit properties.  And then looking down, we see that there's a name, version, creation date, description, status.  So the rule sets here can be enabled or disabled, so this allows you to deploy a rule app, perhaps you find out that it's not working the way you want it to and you can quickly make it inactive, essentially rolling back the change.

Debug, so if you have debug enabled, it allows you to put breakpoints in the rule set and control debugging through the Rule Studio.  We see here that there's some WSDL links, so this is the Web Services Description for the rule sets.

And this is the Web service end point, and if we open this in a new tab we can actually see the raw WSDL for those of you who really even know what that is or care.  So here's the WSDL, you notice that we didn't have to do any programming to get the Web service.

And then there are rule set parameters.  So this is the input and output parameters that are defined for the rule set, the rule set properties if there are any.  WSDL options ‑‑ this allows you to specify Web service related URLs.  In the case where the decision service or the Web service endpoint is different than the server, that the Rule Execution Server itself is deployed.

And then down towards the bottom, the show archive content, this is an interactive browser which allows us to get a deep look into the technical details within the deployed rule set.  So if you want to or need to you can really drill into the rule set archives.

So about a minute ago I told you that we were going to come back to the interactive testing, to this test rule set.  So we can do interactive testing of the rule set here in the console.  So I might want to do a quick technical test of the given rule set here.

So to do so, I click on test rule set and I'm prompted for the input parameters.  And over here in the value box, I can type in or paste the value that I want to pass to the rules.  Or I can choose a file in my file system ‑‑ and that's what I'm going to do ‑‑ and I'm going to upload a file.

So on my desktop, I have a sample XML file that I use to pass the set of data, so this is just raw XML.  When I click execute, this data is sent over to the rule set and we can see a bunch of different aspects about what happened when a rule is executed.

So I can see which version of the rules were executed, how long it took to execute, how many rules fired, how many rules didn't fire, which tasks in the rule flow fired, if there were any output or warning messages.

And then finally, I can see the output parameters down at the bottom.  So this is the data that's the result of the rules firing.  So this is XML, somewhat readable.  So I can see that based on the input data whether or not the quote request is eligible, and in this case it's not.  And we can also see messages that were returned by the business rules.

Now I'm going to click execute, I'm going to reexecute this a few times.  And then I'm going to go back to the rule set and relook at the statistics to show you that those have been updated.

Now the next tab is the diagnostics tab, and this is a convenient end automated way to check the health of the Rule Execution Server.  So when I click on diagnostics, a series of technical steps are run through.  We can see the details behind what happened and all these steps, all these test steps.

So it's really a convenient way to make sure that the execution server has been installed and configured, and also installed and configured correctly, and to view some of the configuration without having to go through the configuration and log files in order to diagnose the health of the server.

And then over in the server info tab, I see that there's various options across the top for refreshing the console, refreshing various message logs.  And then, the ability to upload and download groups of rule sets that are deployed to this server.

And then down in the server info view, we see some server level information, which version of JRules is deployed, when was the server started up, how many rule apps and rule sets have been deployed, what kind of persistence is the execution server using.  So I told you before that we keep a history of all the versions, so I can store those in database tables or in a file system.

We also see a set of, a list of execution units, and in this case, I only have one.  And then there's a bunch of management events that get sent to the console.  So here, go to the end, I can see here's a rule set added.

So what happened is that I added a rule set, so I deployed that new rule set and the server is sending notifications to all the execution units telling them that the rules have changed.  So if there was anything cached in memory, that the cache will be marked as stale and everything will be refreshed at an appropriate time.

And then moving up to the top right, you see that there's, of course there's online help to just guide you through interacting with the console if you need help or don't understand what a term means.

So at this point, I'm going to stop my desktop share and go back to the slides.  So really, what I just showed you during the demonstration is how easy it is to deploy business rules to the Rule Execution Server in a few clicks.  I showed you how rules are managed and monitored after they've been deployed.  I showed you how the business rules can be automatically deployed as a Web service without having to write any code.

And what we didn't really cover in a whole lot of detail is more about how business rules get integrated into your business applications.  And so certainly the ability to automatically deploy rules as a Web services, pretty powerful capability.  But Web services aren't, they're not a catch all, they're not always the best choice and so we have, there's other integration options that we have.

So at the beginning I talked a little bit about how the Rule Execution Server can be deployed to J2EE servers, and there's a lot of integration options here.  So of course, Web services but also the typical J2EE patterns like stateful and stateless, session beans, local and remote, also message driven beans.  The Rule Server can also be run as a plain old Java objects ‑‑ also known as POJOs ‑‑ so that would be appropriate or standalone or maybe a tomcat hosted execution server.

But beyond that, there's even more ways.  So there's more ways to integrate.  So there's going to be cases where it's really more desirable to code directly to the rule engine through the API, and you can do this, too.  We even have the ability to take rules that are defined in the Java environment and run them within a .NET based engine.  Or even within a COBOL engine if you have environments like this.

And again, there's a real variety, and I'd suggest that if any of those additional integration options sound enticing, that you follow up at the end of the session and we can follow up to get you a lot more details about these additional environments.  And at this point, I'll turn things back over to Brett.

STINEMAN:
All right, Steve, great, thanks.  So we're going to get into our Q&A session here in just a moment.  I want to finish up on what Steve showed you with just a couple of things, and then we will move into Q&A.

So first, just to summarize what we've been showing you in these various sessions.  There's really four key points I want everyone to walk away with.  Using the JRules Business Rules Management System, you're really able to achieve four main benefits.  One, being able to implement change in a way that's really easy, safe and predictable no matter what type of role you are, whether you're a business user, a developer or an administrator.

This idea of being able to reduce both the time and the cost that is required for both the development and the maintenance of these various systems that are affected by change, as well as providing a way that the technical and the business functions can work together collaboratively and making sure that these systems meet the objectives of the organization.

And then finally, to be able to increase the visibility of how systems use and are affected by the variety and the complexity of decision logic that actually drive those systems.  So hopefully you've been able to see this both in this session as well as the other sessions.

And speaking of other sessions, I'd like to talk quickly about what's going to be in the next one.  Steve alluded to this a little bit when he was talking about rule testing and simulation, but we do have a date specified now.  So on February 10th we will have the next of our BRMS in Action Webinars, and hopefully you can join us for that.

And this will be focused around our Rule Scenario Manager environment within JRules and which provides rule testing and simulation capabilities so that users can both understand the impact of changes when changes are made to business rules as well as providing business users that visibility they need into understanding how these changes will affect the behavior of the systems that are crucial to their business.  So, hopefully you can join us for that.  I think it will be very interesting.

And I'd also like to mention a couple other things before we go into Q&A.  So first off is we have what's called the BRMS Resource Center at ilog.com/brms.  When you go there, there's a lot of different resources that you can use, first off being a six month trial download both of our JRules produce and our Rules for .NET product.

There are a lot of resources also such as white papers, use cases, forums, blogs, et cetera, that will help you to become productive in testing out our products.  And you can also contact us, and here's some contact information.

And then finally, next month, February 3rd through 5th in Orlando, Florida, we will be having our Dialog 2009 User Conference.  Many of you may already be signed up.  If you're not, please go to ilog.com/dialog and get all the details.  The full agenda is now posted.

We would love to have you join us there.  There's going to be a lot of great information about BRMS, as well as our other products at ILOG around visualization and optimization, supply chain management.  And we'll also be talking a bit about how we fit now into IBM.  So if you're interested in that, please come join us in Orlando, February 3rd through 5th.

So, that said, let's move into the Q&A.  And what we've been doing after each of these sessions, we've actually been taking all of the questions because we have not been able to answer all of them during the actual live session...

But we take all the questions, and if we don't answer them here, we will answer them and post them on this page that you see here, ilog.com/promotions/brms_series.  You can go there, and you can see the questions that were asked in each of these sessions in the series and the responses to those.

So now that we've gotten through that, why don't we take a couple of questions.  And Steve, here's a couple, there's one here about, can we have a RES cluster, and what could be typical scenarios around that?  That's probably a good starting point.

MUNSAT:
Yes, so I alluded to this a little bit when I was talking about the execution unit.  And so what you can do is you can, so the execution server does support clustering.  So you can install it on a cluster, you can have, in that case, you would have one, essentially one management stack and then several execution stacks that are throughout the cluster.

So the management would be centralized and you would interact with that through the console that we saw today.  And then the execution is distributed in cluster.  The case for that usually just boils down to performance where you need a lot more horsepower than you have on any one machine and you want to cluster and distribute execution across the cluster.

STINEMAN:
There's another one that came in right after that about persistence.  And it talked about performance and using a file based persistence or a database persistence.  Any recommendations?

MUNSAT:
So in the context of what we talked about today, the persistence is for the deployed rule sets.  There's not...I wouldn't say that there's a notable performance difference in using either one or the other.  Really about the only difference that I've seen in practice is I have some customers who they don't want to use database persistence, because if they're using database persistence then they are relying on the quality of the service of the database.  And they don't, sometimes that's an issue, sometimes it's not.

But if you use a database then you have another potential point of failure if the database isn't up, then your rule application couldn't be restarted.  That's really about the only difference that I've seen, and that has more to do with the underlying database availability than anything.

STINEMAN:
Okay, great.  There's a question here that I'm going to take a stab at answering, and Steve you can add on to this if you think there's anything I missed.  The question was, can we know the business object from the process model, or can it help in defining the object model?  This actually is an important, I think this is a very interesting question and an excellent one.

The process model and the object model are two complete and distinct things.  Process model is used by a business process management system to orchestrate the long running process and various systems and human based activities that take place in that process.

The object model is used by applications such as a Business Rules Management System and specifically in this case to for decisions that are made either at a specific point in a process such as what you saw here, an eligibility decision or a pricing decision, but also used within other applications that may not be related to a business process management system.  So they are distinct and separate things.  They each have their own specific purpose.

If you go to Session 2 of this series, you can actually see how using the Rule Studio environment, you can actually create an object model by basically you can import an executable object model and use that to actually build out the business object model and the various business vocabularies that would be used by business users in managing various rules for which they're responsible for.

And on that same note about kind of the difference between business process management and business rules management, I said that each one has very specific reasons for existing and they both can actually be used in terms of improving processes...

There is a prerecorded Webcast that we have, and we'll include the link to that in the Q&A responses that you can go to, where we really talk about why each one is necessarily and what each one brings to overall process improvement within organizations.

Let's see, what else do we have here?  There was a question about logging, and I answered this very quickly in the Q&A, and it was just asking about actually logging data from the production environment.  And I know you showed something, Steve, in that final tab, the server information window, where it showed some logging options.  Could you actually talk a little bit more about the various levels of detail of logging that are possible?

MUNSAT:
So I'm trying to find the exact question.

STINEMAN:
A lot of questions have come in here.  Yes, it said, besides run test rule set, is there any log or trace that can show what rules have been fired on the execution server?

MUNSAT:
What rules have been fired, yes.  So that information can be logged, so it's a matter of what level of granularity and how much detail you want to log.  You can log that rule interaction just in the system logs.  And then there's actually other use cases that we've seen that are a lot more related to the business function, the data function.

So you want to log the decision that was made along with, so the decision that was made alongside the input and output data, the rules that fired, what rule sets were...or. rules were in effect, what rules were used to come up with the decision.  And generically we talk about that as auditability and traceability.

In one of the prior sessions, I showed an interactive example of that.  But in essence, one example of that is that so if we look at the auto quote request example, it may be really interesting to not only show the price that we came up with but also give the user a view into what rule has fired, what rules didn't fire, what were the input and output data, how long did it take, and log all that information.

And in this example that I showed, that was there and available to the end user, I didn't happen to show it today.  But those kinds of things are, those kinds of requirements are pretty typical and we see those all the time.

STINEMAN:
So, a lot of very good questions coming in.  we're really running out of time.  I'd like to take one more question here.  Again, we will respond to everything that comes in and we'll post it on our Web site, you can go back and get answers to those and we'll respond back to I believe individuals also with their specific questions.

So there was a question about, what protocol is used from a JEE app to the Rule Execution Server, assuming it's on another box?  Followed up and asked if was TCP/IPs.  So I think this may be a more generic question about how does RES interface with other systems and the different ways that it can interface with various systems.  We talked about WSDL being one option, maybe you can talk about other options of how we can integrate that to various systems.

MUNSAT:
Yes, so I did talk about a lot of different integration options.  This may be a question about the low‑ level communication in between the different modules.  But essentially it piggybacks on top of the protocols that are supported by the J2 app server.  So there's nothing proprietary.

STINEMAN:
Okay.  Yes, we use all standards based mechanisms and pretty much any type of integration mechanism you can think of that are used by JEE apps, we support.  So I think that's the important point to make there.

So I think at that point, we've used up our time.  And I thank everyone for joining us, and hopefully you can make that next session on February 10th where we'll go into depth on rule testing and simulation.  And hopefully you were able to get some good insight today.  Thank you.

[END OF SEGMENT]
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