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CECILE:
Welcome, and thank you for attending today's ILOG BRMS in Action Webcast, Building Rule Based Application with ILOG JRules.  Our speakers today will be Brett Stineman, Director of BRMS Product Marketing at ILOG, and Steve Munsat, Senior Technical Account Manager.  Brett will first introduce us to Business Rule Management Systems, and then Steve will perform a live demo in both developer and users environments.PRIVATE 

There will be a question and answer period at the end of the session.  Please enter your questions at any time during the Webcast using the Q&A box in the WebEx interface like described in this slide.  Then, links of the recorded presentation as well as the slides will be e‑mailed to all attendees after the Webcast.

If you experience any problem, any technical problem, please call for help at 1 (866) 779‑3239, or you can also ask for help in the Q&A box.  Now, let's get started.  Over to you Brett.

STINEMAN:
Thank you, Cecile.  And welcome, everyone.  So this is the second of a series of presentations we're doing, and as Cecile noted, they're called BRMS in Action.  And at the previous session, I started off by looking at the various business drivers around managing the dynamic nature of changes to the decisions that are used within operational systems.

So I'm not going to go back through all of that again.  If you're interested in visiting that particular set of topics, you can actually go back and play back the archived version of the first of this series.  So I'm going to jump forward a little bit and just do a quick bit of a refresh before I hand over to Steve.

And basically what I had described previously was around the ability to deal with change in operational systems that's directly related to the decisions that they're able to make.  You know, you can think of it as every transaction or order, customer interaction or process, is really dependent on a set of decisions.  And these are in turn dependent on particular internal and external requirements and also, the situational context of that particular transaction or order.

So every change, therefore, is really affected by these decisions, and many of these are handled ‑‑ or, organizations want them to be handled ‑‑ automatically within business systems.  So the decision logic that I'm talking about within systems is also referred as business rules.

You can think of these typically as a kind of a conditional statement.  You know, many times it will be described as an if then, else type of statement.  And these are used to make decisions such as, you can think of pricing in an insurance application or for a loan underwriting application.  It could be an eligibility approval decision for social or health services, or it could even be a product recommendation for an online purchase.

Now, these business rules, they're typically found, as I said before, inside of application code.  So this again, is this type of form of an if then, else type of statement.  But they can also be found in other places as you can see here.

So it could be in a standard operating procedure, for instance.  It could be in the minds of various people that are involved and are brought in to make decisions, different steps along a process or inside of a different type of an application.  Or it can be directly coded within a process such as a branching or routing condition within a process model as you see here in the lower right.

Now the issue that you have with what we call the traditional approach for managing change is that you have these decisions, these business rules, that are located in many different places within the organization.  So they can be hidden within code, or they can be isolated within different departments.  And at the same time, if you want to make changes to these various decisions, they can be very hard to track and maintain over time.

So many times, especially if it's in the application code, you need IT to be involved to make changes.  This can take a lot of time while you're waiting because they have other things in their queue that they're dealing with.  You can end up with duplication or multiple versions of the same rules that are being used across different applications or different departments.

You have issues here that we talk about as auditability and traceability of those rules, exactly why was the decision made within a specific process instance or for a specific customer.  And if you want to make changes and you want to kind of understand how those are going to affect your various systems, these changes cannot really be easily tested or simulated based on the traditional approach.

And so therefore what we're talking about here from our perspective is what we call the smarter approach ‑‑ and that is, to facilitate this decision change within a business rules management system.  So what you can see here is the idea of taking those decisions, that decision logic out of those various places that it's embedded, and putting it into a centralized rule repository where those rules can be managed and stored and can be utilized across multiple systems, across multiple applications, processes, et cetera.

Now in addition to that, you need to have some tooling that allows various types of users to be able to manage those rules.  So you need to have different interfaces based on both people who are more IT centric versus people who are more business focused, to be able to view, analyze and maintain those various business rules.

And then obviously because we're talking about operational systems, you need to have a way to actually have the various systems that need to use those rules be able to access them and execute them when needed.  And of course, you want to be able to monitor what's happening when those rules are actually fired and are affecting the behavior of various systems.

So really at a minimum when you're talking about a business rules management system, you're talking about these three high‑level components: the repository, the tools to actually manage the rules within the repository, and the execution piece which is the Rule Server with an engine inside of it which has the ability to integrate with various systems.

And what you get out of that, as we talked about previously, is you have the better visibility of the rules, you have the ability to reuse rules across various applications, you have the ability to very easily maintain and change those rules over time.

And looking up at the top of this slide, what you can see is a business rule could be expressed in a variety of different ways within a BRMS, and one of those is a text based but in a very clean way, so that it's understandable by both the technical and the non‑technical people who are basically responsible for that business rule and how it's used within various systems.  So you can see here something around a pricing type of application.

So, besides the need for those three main components within a Business Rules Management System, there's also the need of different people within the organization and in each of the various roles that are involved in what we call the business rules lifecycle, have specific needs and requirements relating to the management of those business rules.

And as you can see here, we typically think of three primary rules that are involved in the rule lifecycle.  So you have your developers ‑‑ they need a comprehensive development and maintenance environment.  And one of the things that a lot of our customers say that they like a lot is the fact that the environment is integrated directly within a standard type of environment like Eclipse, that they're very comfortable and familiar with.  Or our Rules for .NET product, integrates directly within Visual Studio.

Then you have your business oriented people, and they're really just looking for an easy, safe and predictable way to find those rules and make changes to them and be able to then pass them back for deployment into the operational environment.

Then of course you've got your production folks, right?  You have people who are in operations or systems administrators, and they want to make sure that everything's running smoothly and reliably.  So you need to be able to have the right environments for each of these types of people, but at the same time you also want to be able to make sure that you have good alignment and collaboration across those various rules.

And so in terms of our ILOG JRules product, we have the comprehensive environments for each of those types of users, but we also have the ability to allow each of those rules to collaborate with each other using the various components within our overall suite.

So you can see here what the components are.  And as we go through this series we're going to focus on different aspects of this.  So in the first of the series, we really focused on the Rule Team Server environment and a bit on the Rules Scenario Manager for testing and analysis.

Today, we're really going to primarily focus on the Rules Studio environment that the technical developer will use, and then a little bit on how once the developer is finishing building out the rule project, that they can then extend that over to the business user in the Rule Team Server environment.

So that's really the overview and the context of what we're talking about in terms of business rules management.  And now at this point, what I'd like to do is actually hand over to Steve Munsat, who's going to go into a detailed demo about building out a rule based application.

MUNSAT:
All right, thanks Brett.  So what I'm going to show you today is how to build a rule based application using JRules as advertised.  In order to do that, we're going to look at a basic business scenario.  And in this scenario I'm going to putting on the hat of the fellow that you see, VJ, a developer.

And I've been given the task of creating a Web service that is going to process loan applications ‑‑ easy enough.  Once the Web service is built and deployed, however, the maintenance is going to be turned over to a business user, somebody like a loan officer, the point being that a programmer is not going to maintain the application once the basic technical foundation has been created.

The business rules that I'm going to create today are going to look at a simplified view of the loan application in order to determine eligibility of the loan application and determine a score for the borrower.  I'm going to use that to walk you through how an application is created from the ground up.  So the input is going to be information about the loan and the borrower.  And the output is going to be an eligibility determination and a score.

So I could really, I could build any kind of application, but I happen to have an XML example that I'm going to use today.  So I'm going to walk you through building a new JRules project from the ground up.  I'll start with an XML base model, I'll use JRules to import the XML definition, and I'll write some rules, build some other artifact in the developer studio.  And then, I'll share the rules to make them available and to be managed and maintained over the Web by my business user.

So at this point I'm going to share my desktop with you.  This usually takes a second to get started.  And on my desktop, I've opened up the ILOG JRules Rule Studio that's based on Eclipse.  And for those of you who don't know what Eclipse is or don't really know much about Java, some of the demonstration might be a little bit over your head but I want to invite you to stick around and see how easy this really is to get started.  Just don't get too caught up in the details.

So what I'm going to do is I'm going to start by creating an empty rule project.  And a rule project is a type of Eclipse project in which you can manage and organize your rule artifacts like the business rules and business object models which are essentially the English‑like vocabulary that the rules are written in.

I'll start with a standard rule project.  And the standard rule project is just a blank rule project with some standard defaults.  You can also see here that there's some other predefined templates, project templates that we can choose from.  And if we want to, we can also create our own custom templates to share with other developers, say, if we want to enforce project standards or control how the projects are organized.  But for now, we're going to stick with the standard rule project.

And I'm going to call this credit rules.  And we can see where the project is going to be created.  I'm just creating it on my desktop here.  And I'll click finish, which will take all of the defaults.

And if we look at this new project, we can see that there's several default folders over on the left that are created for some, later we're going to use these folder to store our rules and other artifacts like the rule vocabulary which goes into this BOM folder, Business Object Model folder.  And I'll talk about that in more detail in a minute.  Rule queries, rule templates, essentially it's a way to organize the different parts of the rule project into folders.

And now I'm also going to add the XML schema to the rule project.  The XML schema describes a request and a response, and I've actually got it here in a folder on my desktop.  So I'm just going to copy that and paste it into my credit rules project.

So in this XML schema, there's the request and the response, and then there's also some other business objects like the property and the borrower.  And so now it's easily available in my project, in my rule project.  And when I refresh my workspace, it should show up.  There it is.  So there's my schema.  And then there's my credit XFD.

And now what I'm going to do is I'm going to tell the rule project that we want to use this XML file as the basis for our rules.  All the rule projects have properties just like everything else in Eclipse.  And these properties are configuration details and other information about the project.  And I'm going to configure this project to use that XML file as the basis of our so‑called execution object model that our rules will use.

I'm going to choose dynamic execution model.  And this is really just, dynamic is just a fancy way of describing the fact that we're going to be using XML or Web service to write our rules as opposed to a Java project model.  And so I'm going to add that schema to my project and that's going to be the basis for our rules.

And I'll go back to the project, and I'm going to create a business object model.  The business object model is a representation of the core business concepts and their connections.  The business object model is going to be the basis for the vocabulary that's used in the business rules, and we'll see in a minute the elements of the business model, the business object model like the borrower are going to map to elements of the execution object model like the borrower element that's in the XML schema.

And as we get into it, it sounds a lot more complicated than it really is.  So I'm going to create a new BOM entry.  I'll stick with the default which is just called...well, I can name it anything.

I'll create the BOM entry from a XOM, so that's our execution object model.  I'll pick execution object model that I want which is that XML file, the XSD file.  And then it shows me what all the different classes that are contained in that schema.  I'll just select them all.

Now, this is the verbalization step, and this is where we choose parts that we want to verbalize.  The verbalization is going to create the English terms and phrases that will show up and be used in the business rules.  And we can choose to include or leave out the getters and setters in a very granular way if we want.

But here, I'm just going to take everything in the model, the borrower, the property request and result, I'll have it verbalized, the getters and setters.  And then when I click finish, it goes through and it's going to create everything for me.

Now, let's go look at the business object model that we just created.  As I browse through this tree, I can see that there are classes that represent the elements that are in the XML model.  And if I drill into one of the classes, say the borrower, we can see more details about the class.  I'm going to maximize this.

Over in the general information section up in the upper left, we see the class name, the name space, and these are some of the technical details that were imported by the wizard.  We also see beneath that that there's some members which represent attributes and methods of classes.  Here we see age, his employer, job seniority in months, and more.

And if I move to the upper right over in class verbalization ‑‑ so we see the verbalization of this class ‑‑ and this is how this is going to show up in the business rules.  And if I click on job seniority in months, and I'm going to drill into that, let's look at the verbalization for that term..

We can see over in the verbalization in the top right that since it's an attribute  that the import wizard created both getter and setter verbalizations for us, so navigation is the getter, action is the setter.  And then we can also see that there's a subject that's going to be used.  So this is the term, job seniority in months, which we have singular and plural versions.

And then we can also, there's some placeholders.  And the placeholders that are represented in brackets here make it so that when we start creating business rules, that the sentences are going to flow more naturally.  And it even gives us some pointers about what the sentences are going to look like next to the navigation and actions, so, the job seniority in months of the borrower.

And now I'm going to go back and take a look at the result class, and I'm going to describe and show you how to build a little more advanced concept which is related to a need which sometimes arises when creating business facing applications.

And so we have this underlying execution model and it might not support the kinds of attributes and methods that we need to express business concepts.  It's a lot more pronounced...this problem is a lot more pronounced when you're dealing with XML data, because XML doesn't even have the concept of methods in the way that programming languages like Java do.

So when you're dealing with XML, you're forced to deal with these small grains of the data object where a more business centric approach would have you dealing with bigger concepts.  So if we look at the members of the result object, we see that we've got attributes for is accepted, is qualified, some result placeholder for result messages, et cetera.

But we may want to have a composite method that we can use when one of these loan applications is not qualified.  But we want to do multiple operations in a single method.  JRules has a way to create new methods or calculated methods that are based on or act on the smaller grains that I described.

And so here we're going to create a new method and we're going to call it set not accepted.  And this method is going to act on multiple elements within the result object.  And now things start looking a little bit more like Java, where this is going to return a void and it's going to have a argument, reasoned, and now I'm getting into a class browser so it's going to return, sorry, it's going to a string as an argument.  And now I'm done.

Now, let's go look at that.  Every business element ‑‑ and this is a business element, it's part of my BOM, set not accepted ‑‑ every business element needs to have a corresponding execution element and the default is a one‑to‑one mapping and the import wizard did all that mapping for us and all of the other objects.

But this is a new method, and we need to specify what we want that mapping to be.  So I'm going to create what we call a BOM to XOM mapping, and this is where we map the business method to the execution method.  And so I'm going to create my method.

So I'm going to, when we say, set not accepted, I'm going to set accepted to false.  I'm going to set the messages to the argument that we sent in, and I'll set some other things.  And you can see that there's some code completion here.  And this is a typical developer...these are the kinds of things that developers do all the time.  And so on.

And now what I'm going to do is I'm going to specify how I want this to show up when writing rules.  So I'm going to verbalize this method.  So I can create a default verbalization and it doesn't...this is how, this is what the default verbalization looks like, accept and not accepted as a result to a string.  And that's not really very good English.

So what I'm going to do is, I'm going to say set the status of this to...set the status of the result to not accepted for the following reason.  And that's a little better English that business users are going to be able to understand.  And then I'll save this whole method.  And we'll see the verbalization of this when we start creating our rules.

I'm going to go back to the rule project to talk about another aspect, and that is at the very beginning I said that we're going to have to have input and output to the business rules.  And I need to specify that in the rule of project properties.

And so what I'm going to do is I'm going to create some rule set parameters.  And the rule set parameters define the design contract of how to set and retrieve values on a rule set, that the parameters are accessible from outside of the rule set to here.

So you can think of them as being a bridge between the business logic and the rules in the calling applications.  So I'm going to, the first one is going to be a request and that's going to be a request and I'll make it an in and I'll call it request.  And then the other one I'll call result.

And it's going to be a result that's from my business object model and my execution object model.  I'll make that an out parameter and I'll just verbalize that as result.  So now I have some input and output parameters.  And now within the rules folder I'm going to create a few subfolders or packages to store the different kinds of rules that we're going to make.

So I know that I'm going to want to put eligibility rules in one place and scoring rules in another place.  So I'm going to make a new rule package.  And I'll call this eligibility.  And then I'll create another one and we'll call that scoring.  So this is just, this is an arbitrary organization of the rule hierarchy that's aligned with the business.

So now let's get on to actually creating some rules.  So I'll start by creating an eligibility rule.  And what I want to do here is I want to check to make sure that the requested loan amount is not greater than the value of the property ‑‑ I don't want people borrowing more than their property is worth.  So I'm going to make a new business rule and I'll give it a name.  I'll call this check loan value.

And there's a spot for a template.  So if I had rule templates defined, I could use one as a starting point for a new rule.  A rule template is a partially written rule that's used as a starting point to create other rules that share the same content and structure.

And you can also specify that certain parts of the rule be frozen so they can't be edited.  It's a real convenient way to give users a common starting point when they're creating rules or to restrict what certain users can do when writing rule from scratch.

But I haven't defined any yet so we'll just start from a blank rule and the type action will, that's just an if then rule.  And so here's a blank rule.  And I'm going to start typing, and as I type it prompts me for...it gives me suggestions about what to type based on the current context.  So it works really similar to the Java code completion that's used in Eclipse.

So I'm just going to start typing, so if the amount of the request is more than the estimated value....  This WebEx software does a lot of flickering and really slows down the response because it's doing a lot of screen capture stuff and this is a pretty dynamic application.

So if the amount of the request is more than the estimated value of the request, then, this is where we're going to use our, that new...set the status of the result, not accepted.  Right now I'm just fighting with the screen, scraping WebEx.  I don't know if you're seeing a lot of flickering but, so.

Set the status of the result to not accepted for the following reason and we'll just say, requested amount not be greater than the value of the property.  And then I'll save it and if there were problems it would tell me about the problems.  But this text editor really eliminates a lot of those because it guides me through.  And if we look down in the bottom right, we can see that each rule has a set of properties associated with them.  Rule properties are additional information about each rule.

So, some examples are the rule status, which tells you where the rule is in the change approval and testing process, effective and expiration dates which specify the time window in which a rule applies, placeholders for documentation and all of these properties are extensible so you can add your own properties if you have additional meta data that you want to track.

So now that we've created one of the eligibility rules and we've taken a look at the if then format, let's create one of the scoring rules.  And we'll use a different rule format for the scoring rules.  The if then format is really flexible, it has the ability to represent pretty complicated structures, relationships, it deals with one to many, many to many.  It has the concept of nesting of operators, and it's generally very intelligent when it comes to providing a logical suggestion based on the context of when you're writing rules.

But some kinds of rules, there's better ways to represent the rules graphically.  So JRules also has decision tables and decision trees for representing rules.  Decision tables are rules that are represented in rows and columns, much like a spreadsheet.  And the decision table tends to resonate really well with business users who are used to thinking in terms of rows and columns, and we'll see one in a second.

And the decision tree is a way of representing business rules in a tree form where the tree is a structure for laying out options and interactively visualizing the possible outcomes of choosing those options.  It's very much like a flow chart kind of lay out.

For our scoring rule, we're going to use the decision table.  And what I want to look at is whether the borrower is self employed, as well as how long the borrower has been on their current job and we'll create a score based on ranges of values.  So I'm going to call this score by stability at work.

And much like the if then rule, there's conditions and actions.  And we're going to create a condition and we're going to look at if the applicant of the request is employer, and this essentially tells us they're self employed.  So that's one.  And then the second is we'll look at how long they've been in their position, so job seniority of the applicant, and we'll call that months in the position.

Now what I want to do here is I want to look at ranges of values.  I want to see if they've been there at least between, at least a number and less than a number.  And then we'll take these brackets out, to make it look prettier.  You can see here that I'll be able to specify a min and a max for the months in the position.

This is another condition column, I don't need this so I'll remove it.  And then I'll create an action column.  So what I'll do in the action column is I'll set the score, so set the score from the results of some value.

Now, let's start writing our rule.  So I'll start with people who are not self employed and I'll just start creating some values here.  So I'll look at people between zero and 36 months, and I'll add a few rows here, 36 to 72.  And then I'll do greater than 72.  And what I'll do for greater than is I'll change the operator here to greater than or equal to 72 and then I'll set some scores, 20, 60, 80.

So what we're saying here is, and as I mouse over it gives me the if then format of the rule for this first row.  So if the person is not self employed, and they've been in the position between zero and 36 months, I'm going to give them a score of 20.  And then likewise for the other rows.

And the decision table also does some other checking for me.  So it's looking for logical completeness, it's looking for gaps and overlaps.  And if I mouse over here I can see that it has, it's found a gap.  So what I can do is I can right click on that, and I can add all of the domain values, I can add one, there's only one other value and that would be true because this can either be true or false.

So it saw that this rule was incomplete and it gave me the option of having it corrected for me.  So now I'll specify some values for the people who are self employed.  I'm going to make a mistake.  The mistake is I have an overlap here, and then I'll use that same greater than operator.

So you may see here that it's telling me that I have a problem.  I have overlapping cells, and actually I also have a gap.  So the gap is between 36 and 72.  I meant to make this 36, and I meant to make this 12.  So now you can see that all the problems have gone away.  So these decision tables are really powerful, and they really resonate to business users and they're easy to build.

So now that we've seen a few examples of the rules, one of the other things I want to do is I want to make sure that the eligibility rules happen before the scoring rules, because if somebody is not eligible or not accepted, then I don't want to go through the trouble of scoring them.  Here the scoring is rather trivial.  Let me finish these values.

But there might be cases where we have a really computationally intense scoring or something that's financially expensive and we don't want to do it if it doesn't make logical sense to do it.  So what I'm going to do is I'm going to create a rule flow.

And a rule flow is a way to control execution of the business rules.  So, new rule flow.  And it has a business process kind of orientation to it.  It's called main flow.  It's all based on the UML activity diagram, which is a common business process modeling notation.

So I'll start with a start point, an end point, I'll drop in eligibility package, my scoring package, then I'll connect them with some transitions, I'll lay this out so that it looks a little prettier in a vertical layout.

What I said is I want it to, if someone is not eligible, then I'm going to skip the scoring and go straight to the end.  Well, how do I know if someone is qualified or accepted or not?  Well there's an attribute that I can check.

So what I'll do is I'm going to add a condition to this transition.  I only want it to go down that transition, get the result, he's accepted.  So I'll go back to my diagram, fill that in for us.  And then otherwise or else, I'm just going to go down to the end.  So if they're accepted, I'll score them.  If they're not, then I'll continue on ‑‑ continue on meaning go to the very end.

The rule flow also has, so this is a very basic flow, but the rule flow also has concepts of branching and forking.  You can build sub flows and even supplement the rule flows with Java based scripting in case you find yourself in a position when you need to do more complicated operations and calculations within the flow itself.

So I'll save my work, and now we're at the point where we've really, we've built a complete rule application.  It doesn't do very much at this point, but I can incrementally build more, build more rules to make the eligibility and the scoring more complete.

And in fact, if we want to talk about more complex scoring models, ILOG has advanced scorecard modeling capability that we can dive into.  The scorecards are, they're a set of different kinds of rules than we've seen so far and they can be built right here in the rules studio.   But that's for another day.

Ideally, I would execute these rules either by deploying them here...sorry, by writing them here in the Rule Studio, or deploying them to a test server on my desktop for unit testing, or even deploy them to a shared centralized server.

I can deploy these into an execution server with a few mouse clicks.  There's no extra coding, there's no compilation.  And in a separate session ‑‑ actually in the next session ‑‑ I'll be talking about these execution aspects like deployment, management, monitoring.

But for now, what I'd like to do is show you how to share this project and share these business rules with the business users over the Web.  And sharing the rules takes just a few mouse clicks as well ‑‑ again, no coding, no compilation.

I have a Rule Team Server running which I'll connect to.  And I'll log in with appropriate credentials.  I'll point to the URL where the server is running, my local machine.  And then I'll connect.

The team server that I'm using right now is on my desktop machine.  And it was installed as part of the JRules installation.  But if I wanted to share these rules to a common WebSphere or Web Logic or any other application server, the process is exactly the same.

And what I'll do is I'm going to create a new project on the team server.  I've already connected.  And so all of these rules are being put out to that server.  And then the next screen is going to talk about a synchronization view, which I'm not going to go into, but essentially it's used for ongoing synchronization of the rule projects with the team server.

Now that I'm done, this whole rule project and all the rules are available for my business users.  So now what I'm going to do is I'll open up a Web browser and I'm going to go to the Rule Team Server.  And the team server which we covered in the prior session is the Web application that's used to view, change and manage the business rules that are stored in the rule repository.

So we log in using the user ID and password, this can be leveraged from your existing corporate log‑in security.  When users log in, they're mapped to different business and administrative rules that are either going to allow them or prevent them access into the different rule projects or different parts.  I've logged in as an administrator, so I can get to everything.  And we can see our rule project that we just created.

And if I click on the explore tab in the left side of the screen, we're going to see that the rules are organized in the hierarchy that we specified with folders for eligibility and scoring.  And if I click on scoring, I can see on the right side of the screen our rule that we created, exactly what we built earlier and I'll preview that.

So this is exactly what we built before but now it's available over the Web, to be viewed, changed and managed by our non‑technical counterparts, people who don't want to have to do everything in Eclipse.

In one of our prior seminars, or last one, we looked at the team server in a lot more detail.  And as Brett mentioned, that recording is available if you want to go back and see it.  You know, there's a lot more apart from the Rule Team Server, a lot more that we can cover if we had time today.

One alternative to watching the previously recorded sessions is to get in touch with ILOG and get a personal demonstration of the other parts of JRules that we didn't cover today and that you may want to have a deeper discussion about.  There's a lot of features and capabilities that JRules brings to bear that we really can't cover in an hour.

At this point, since I've been able to show you how to start developing rule‑based applications and how to easily make them available to the business users, I'm going to stop my application sharing and I'm going to turn things back over to Brett.

STINEMAN:
Great, thanks, Steve.  So as Steve said, a limited amount of time, there's really only so much we can show you.  And that's one of the reasons we're doing this as a series so that you can get a taste of the various environments for the different rules that are involved in the business rule management and the business rule lifecycle.

So there will be another one coming up that will talk about how you would take an application that's been built and actually put it into the production environment so they can interact with the other systems and applications.  And as Steve said, you can also go back and look at the previous one that goes into more depth about the Rule Team Server.

But so I'm going to back real quick, just to kind of summarize what you've seen and what we're really showing is the ability for the ILOG Business Rules Management System to provide organizations with the ability to build agile, flexible systems that can really handle the complexity and the variability...

...and the overall dynamic nature of the decisions that are used to improve both operational efficiency and to help organizations gain competitive advantage, because if they can react more quickly to changing business conditions, that gives them an advantage over their competitors.

So using ILOG Business Rules Management it allows systems to really behave with more intelligence, precision and consistency while also enabling increased automation of activities, transactions and processes.  So hopefully you found this to be instructive.  Again, feel free to go back and view the first session that's in our archive area on the Business Rules Management page of ilog.com.

And I think at this point what we want to do is go into a Q&A with the remaining time that we have.  I'll take a couple of questions.  If we're not able to get to your questions, we will get back to you separately afterwards.  So go ahead and send us questions, we're seeing those.

And while we're getting ready here to answer your questions, a couple of things I just wanted to make a quick note of, is you can actually download a trial version of JRules by going to ilog.com/brms. 

And I'd also like to encourage people to look at attending the Dialog User Conference which will be coming up in February by going to ilog.com/dialog, D‑I‑A‑L‑O‑G.  so at this point, let's take some questions, Steve.

MUNSAT:
Okay, so here's one from Chandra.  And Chandra asks, I understand that ILOG helps in hot deployment of the business rules.  When we do a hot deployment, does this necessarily involve shutting and starting up the application servers?  And the answer is that it definitely does not involve shutting and starting up the servers.  And that's why we call them hot deployment.

So you can update, you can take, say, the business rules that we saw written today, deploy them to a running application server and not only leave the application server up but also leave the JRules parts up.  So you get 100 percent uptime and when the new rules are deployed the next request that comes in will start using the new rules.

STINEMAN:
Okay, I have one I'm going to take here which is, there's a question about, what's the best starting point for a rule application?  And really I think the answer to this one is, we really believe in an incremental approach around building out rule based applications.  We don't believe in trying to kind of deal with everything at once.

So you really have to kind of look at where the highest value decisions are within various applications, start with those, because that gives you a point to start for where to go to extract those specific decisions.  So you want to look at the types of decisions that are changing with high frequency and that require a rapid response.

So for instance, a pricing decision typically is a very high‑value decision within many applications.  And if you want to be able to respond quickly to making changes in pricing through your various systems, this is a good place to start, it's typically an organization kind of knows where those rules are embedded in their prices, you can start by extracting, building out a specific application to deal with that specific pricing set of decisions.

And then from there, you can expand out into more areas.  So you can kind of build out over time.  And in fact, we have a series of Webinars on best practices, so again, going back to the ilog.com site and go to the Business Rules Management homepage you can find access to the Best Practices Series.

MUNSAT:
Thanks, Brett.  And then there's a couple, I just went through a couple of questions, a few questions about the decision table.  So there was one question that is, what is the maximum number of rows in a decision table?  And then there's another question that asks is there a limit to the number of columns in a decision table?

And in both cases the answer is that no, there's not a limit.  There's no maximum number of rows or columns in a decision table.  I think that as the decision tables tend to get bigger, lots of rows, hundreds of rows or thousands of rows, they will from a practical point of view, they may start to get unweildy.  But there's no technical limitation.

And then as you have decision tables with thousands of rows, it may make sense to do a little deeper analysis, and some of that analysis is going to be in the form of best practices that Brett mentioned.  So there's a lot of best practices and methodology to help keep you out of the ditches.

STINEMAN:
So I think we might have time for one more question.  Is there anything else, Steve, maybe you can get one more thing and then we'll have to respond back to people separately.  A lot of interaction coming in now, a lot of people I think saw things that were interesting, they want to learn more but we'll have to respond.

MUNSAT:
So here's a question about the Rule Team Server, which is a little off topic for the developer centric view that we wanted to take today, but it's important.  So the question is how do you restrict business changes on Rule Team Server, for example, to keep them from adding columns while allowing value changes?

And the answer there is that the Rule Team Server has a lot of security and access control that's built into it, and you can allow and restrict access at a very granular level to all the different rule artifacts based on the user, based on the user's role, based on the project.  So there's an amazing amount of flexibility there.

CECILE:
Okay, thank you very much, Steve and Brett.  We're running out of time in this conference today, ILOG BRMS in Action Webinar.  Don't worry, for those of you who haven't had an answer yet to your questions, we will be sure to follow up via e‑mail and you will also be able to go online on our Web site.

And I also wanted to let you know about Dialog which is ILOG's premiere user conference.  It's a great opportunity to learn more about how the technology works for those of you who actually use it and benefit from it on a daily basis.  So thanks again for attending today's Webcast, and have a great day.

[END OF SEGMENT]
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