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LEE:
Welcome, and thanks for attending today's Best Practices Webinar, Expanding a Successful BRMS.  Our speaker today is Bruno Trimouille, Director of Field Marketing at ILOG, an IBM company.  He'll be discussing all aspects of the successful BRMS expansion supported by relevant case studies.PRIVATE 

There will be a question and answer period at the end of this session.  Please enter your questions using the Q&A box in the WebEx interface.  Links to a recorded version of this presentation and slides will be e‑mailed to all attendees after the broadcast.

If you experience any technical problems during the broadcast, for help call the number on your screen, 1 (866) 779‑3239, or ask for help in the Q&A box.  Now, let's get started.  Over to you, Bruno.

TRIMOUILLE:
Hi, and good morning, good afternoon, everyone.  It's my pleasure today to host this Web session.  For this session, we thought about quite a few months back and in a lot of customer interactions we had in face‑to‑face seminars, at a user conference...

We decided that we had to tackle this issue and raise a bit the awareness on how some of the BRMS users were successful in not only deploying their first project but deploying more than one throughout the enterprise, throughout lines of business, and so on and so forth.

As a starter, I actually may break a rule, but I'm going to start with my conclusion and then bring on the stories to justify and [INAUDIBLE] to the point I'm trying to make here.

But all in all, deployment [INAUDIBLE] on one given project of moving forward toward the enterprise is an iterative process.  And the motto here is pretty much think big, start small and build incrementally.

So by think big, I really mean that when you start a project you can have great ambitions.  And a number of our customers, for instance, are envisioning business rules to be deployed as decision service, as decisions to both system throughout their processes.  So that's pretty much a big kind of thinking, a big picture.

Starting small, I'm always interacting with customers, and often enough we find out that even if you start with a small project, let's say a data evaluation project, you may actually get a lot of mileage, a lot of ROI through the technology and get management buy‑in and leeway to then expand the usage of business rules.  So you don't need to necessarily, quote/unquote, boil the ocean in the first iteration.  Try to focus on quick ROIs, quick return on investment.

And the idea, build incrementally, needless to say, if you have attended prior Best Practices sessions, you've always heard from ILOG that we really encourage the methodology to be interactive, have manageable iterations.

You know, short iteration maybe on weekly basis, a large iteration for big deployment on a quarterly basis.  But all in all, all methodology, all approach and all [PS] are really enforcing an iterative approach in deploying business rules.

Now, we have had quite a number of Best Practices sessions to date, on methodology, on governance, on architecture and how to write better rules.  So if you have not checked this to date, I really encourage you to look at our library and check this after our sessions.

The point I'm trying to make here is that when you want to expand, you need to make sure that the foundations are right and that you tackle the following methodology, governance, architecture and rule writing the right way.  Otherwise, you may encounter some issues when trying to scale, when trying to expand, when trying to give ownership to business with more people.

The first point, start to hone in on one of my favorite subjects, which is, it's as much about people and processes as tools.  So, yes, the BRMS is a platform that has a lot of capability and each and every release brings new set of capability, new set of paradigm, and we always improve the platform.

But think about it as, it's about people using the tools.  And since it's quite a number of people sometimes across divisions, you know, from IT to business to system administrator, you're going to need to put in place processes on top of the tool in order to make this all work and have them collaborate significantly.

Last but not least, there is no one size fits all.  So I really want to kill the myth, if there is any, there is no such thing as a silver bullet to approach this problem.  Each and every company may have its own specificity from a technology standpoint, from a business standpoint or from a culture standpoint.

And this is why today in this seminar I'm not going to talk about theories, I'm only going to refer to customer stories ‑‑ as one of my favorite talk show host says: nothing beats the stories.  And so today I'll present to you a number of customer stories which highlights three different approaches.

One of them, I call it the geo and product expansion, so geographical or product‑based expansion.  And that will be the first one I cover.  The second one will be the process expansion.  And last but not least, the standard stack type of expansion.

These are not market‑coined keywords, this is just my approach to segmenting all of customer base and the different stories.  But again, let's move on to the stories, because this will most likely share some interesting insight to you.

On the geo and product expansion side, I have selected to use a scenario, hopefully my selection will span across different industries and will tackle all the profile of the audience listening to this Webcast.

But my first company here is actually a financial service company.  It operates worldwide.  It's the insurance line of business.  And then the main focus of the application is a rating engine.  So although I do not want you to turn into a rating engine expert, if you're not in the insurance business, I'm trying to relate here a couple of points to highlight the situation and the customers.

So when you think about insurance, rating is the core of insurance policy origination.  It's where you look at the risk, it's where you look at the price and your risk appetite and kind of balance both to put out a policy that will represent an acceptable amount of risk, and then be acceptable to the customer as well.

So it's a very interesting balance that needs to be applied.  But it's the core of the insurance policy origination business.  So think about it as kind of the crown jewel on the origination side.

This customer has an issue with its current rating engine.  It would not really enable to support new business requirements, especially the expansion of the business overseas, beyond the U.S..

And so there were a number of new requirements that were not fulfilled, that stalled into the system and that was causing all kinds of pain.  And again, refraining the company to expand its international business at a pace that was needed.

On the rate structure side, as you know, the insurance business is getting more and more precise.  So any new rate structure involving more parameters create a granularity, and the decision was requiring significant modification and reengineering of the rating engine...

Meaning, that the legacy platform could not accommodate those three requirements, and although a change request may sound pretty easy thing to do, sometimes it did hit kind of a nerve where, you know, this change could not be implemented unless major reengineering was done.  And at the same time, the underlying technology had to be phased out because it wouldn't be supported anymore.  So that's kind of the landscape of the situation.

So the company decided to move toward a BRMS approach.  Nothing really surprising here.  Separation of policies from the existing systems.  Streamlining the...not only the development but the deployment of those business rules.  Supporting new kind of rate structures with more parameters, more granularity.  Putting these [INAUDIBLE] in the driver's seats.  And then all in all improving the documentation, change control, testing overall transparency and auditability of the system.

Now, where this story really gets interesting, if you're not into the insurance space, is the approach that was taken towards tackling this project.

The company could have said, well, let's tackle all...the core of our business, which is in the United States, but instead, it decided to start small, validate the technology.  And in order to do that, looked at implementing the technology overseas.

So why did it do that?  International Rates Project, by the way, will be the code name.  Why did it do that?  Because, first of all, there was no migration accessory.  Again, the business was just starting to expand overseas, so they had...if they wanted to implement the application overseas, they wouldn't have to deal with legacy rules, migration, existing system.  They could pretty much start from the blank sheet.

At the same time, being an expansion model, the transaction volume would be lower than in the United States, which was the core of their business.  So they would [shoot a hit], an issue, they would be less exposed from the risk standpoint.

And then the number of rules would be slightly lower, because, again, you are building a new business so you're carrying some baseline rules, but these all in all may not be as complex as if you look at a legacy application which has been running for, you know, the past 10 years, for instance.  So starting small, validating the technology, looking at international rates first, international expansion first.

Then what happened is that project was actually successful and proved the point, proved that it could support the business expansion, proved that...it would prove here the capability to put business in the driver's seat and gain greater audit abilities.

So based on that success of the project internationally in the first phase, the decision was made to expand and migrate the infrastructure to support domestic requirements ‑‑ domestic equals U.S..

So, migration of the rating engine was started from a legacy system to something that is more sustainable.  And it was obviously built upon the success of the International Rates Project, so they will reuse off the infrastructure and also reuse of some of the baseline rules.

So looking at a timeline, you know, it may sound like, well, the phase one, internationally first, a phase two, a domestic rate first.  So that must have taken lots of months.

If you look at it from an end‑to‑end standpoint from the time the initial analysis was started to the time the system was deployed, we are talking about nine months' turnaround time with, again, iterative deliverables in between, showing the point and already delivering ROI in between.

So even though you may want to slice and dice your project according to geography, we are not talking about multi‑year type of endeavor.  We are talking here about a nine‑month, back‑to‑back global deployment cycle with interim iterations in between.

And one of the neat story, even using this approach which may at first look a little bit slower, the project ultimately on the domestic rates was delivered one month early and under budget.  All right?  So which, again, proves the point that slicing, iterating, proving the technology does work.

A couple of other key decisions were taken very early on.  So on the cost reduction side, especially on the domestic project, it was decided to only migrate a subset of rates, so the most active one from the legacy system.  And this turned out to be a great decision from a cost reduction standpoint, so initially the costs were reduced by 50 percent.

So what it means is that when you have a whole set of rules to be migrated, even though your one‑year plan may be to migrate them all, at first, you may only want to focus on a subset of these, the most active one, take them out of the system, implement them into the business engine and have the two engine working in tandem.

All right.  So that's an interesting approach here.  But I think it's a very valid insight.  We don't need, again, to take too large commitment up front, we can always stage the rules migration accordingly.

The second one has to do with risk reduction.  So since we are talking about a crown jewel application, the legacy rating engine remained in production, at least in the initial phase of the deployment of the project.  And all the new rates deployment and rate updates were taken into ILOG BRMS.

So think about it as two system, you know, side by side, and gradually and incrementally shifting the rules.  So, first of all, the most active one from the legacy to the ILOG platform.  And then each and every time an update had to be done, moving, you know, the rule, that needs to be updated away from the legacy system, if it's still there, into the ILOG BRMS platform.

So it's an interesting approach, again, to legacy transformation, shifting away from a legacy platform where rules are outputted to a BRMS based platform where rules are managed and audited [INAUDIBLE].

And then all in all, I already mentioned that, but I want to stress the point here, incremental deployment of the BRMS infrastructure and rules.  It's pretty important to also think about infrastructure deployment on an incremental basis.

You don't necessarily need to have all and every module deployed at first.  You know, you can look at staging some of the tooling to again, deliver early, take manageable bites, and prove to the management that incremental agility can be delivered in weeks and months and not in years.

Let's take a look at our second example, which is a commercial bank operating in the U.S..  And this is about an automated underwriting system.  So here, the situation is a little bit different.  We are dealing with a highly manual process where the staff is involved in processing pretty much each and every transaction, so very transactional focused.

At the same time, there is some inconsistency in the way the customer is counseled and the way the scenarios are looked at.  And on the back end, the IT staff is frustrated because each and every maintenance, for instance, on one pricing element, need to be propagated to a lot of different systems.

So the goals of the company were

‑‑ to lower the processing cost, shifting from transactional focus to something more strategic

‑‑ deliver consistent decisions based on needs analysis of the point of sale, so fulfilling the customer issue here; and

‑‑ shortening the time to market and lowering the cost of ownership on the back end, making sure that the new rules could be implemented swiftly without the need for IT to always be involving in change requests.

So if we look at the overall lending process sort of [phase], they looked at it and the way they decided where to start was, well, let's take a look at the process, let's take a look at all the key decision services that you see here on this chart.  So for each and every major step ‑‑ pre‑qualification, pricing and so on and so forth ‑‑ and let's take a look at the one that hurts us the most.  So, again, issues here in terms of cost of operation, issues in terms of cost of IT.

So what they did is they look at a process pretty much holistically, listed out the [candidate] decision service to be automated by business rules.  And they actually honed in on automated underwriting because it was the one causing the most pain, the most bottleneck, not only from a customer service standpoint but also from an IT standpoint.  So that's how they decided to start.

Now, the way they went about it was pretty interesting.  When you think about loan origination, there are actually quite a number of parameters to take into account.  So although the decision step is called automated underwriting, underneath the cover, it can cover a small through large set of decisions.

So some people are calling automated underwriting eligibility and pricing, some people are adding credit storing and so on and so forth.  So automated underwriting is pretty much a keyword, and then under the cover you can have as many decision services as listed over here.  So this was pretty much the full list they were aiming to.

So a set of decision to take into account.  A set of channels to take into account: a retail channel, wholesale channel and Web.  A set of programs, which are categories of product; and then, each and every product having different types of options.   Okay.  So it's pretty much a combinatorial problem where you need to take all those parameters into account and you find what I call iterations.

So how did they go about it?  Well, they went about it by putting a master plan that will define really this on a quarterly basis.  The focus, again, was automated underwriting.

The way they started about it was first just focus on revamping the existing decision logic.  So eligibility, scoring [stips] and referral were to be managed by many different systems, some of them very arcane.

So the approach was to centralize all those decisioning points into one single platform, connecting this decision service to all the different channel and starting to cover some of the products.

So, again, baselining and migrating what existed already, centralizing the decision service so that all the channel would be serviced by one single platform, so IT would be already much happier, and starting to cover a subset of products.

So they started with [Alt‑A] and Prime.  And in about the first four months' iteration they managed to have a first working version where pretty much we enabled them to deliver the same scope of decision yet with better quality and better overrides due to the centralization of decision, the fact that business were in the driver's seat and so on and so forth.

Subsequently they decided to add more iteration, more phases.  So the next iteration was focused on there being another product, then adding another function, so in blue, it's a new function being added.  Another product, student loan, and then upstream and downstream referral, offer optimization and so on and so forth.

So while you may not be a mortgage or a loan origination expert, I think here the main takeaway are about the approach.  The approach was to migrate the existing system and then gradually add more products or more decision steps to cover the ultimate need which was revamping the critical decision step in their overall process causing the most pain, the most revenue lost, which was automated underwriting.

All right.  So quarterly iteration is something that's pretty common among our [sales] customer, three to four months for major iterations, such as adding a new function or adding a brand‑new product line is something that's pretty much come on across the financial service industry.

So as far as the lessons learned, a couple of key points of mitigating risk and maximizing visibility to management.  So that's the way they did it, iteration with quality milestone and management review.  And then blending the product and the functional coverage to make it happen.  So, again, especially in the current economy, proving your ROI in a matter of a quarter, and then building incrementally upon that success is definitely a good way to go.

The second point not to omit is when you deploy BRMS you have to provision for new roles and new skill sets.  You have to provision for business analysts who will be the people in the driver's seats when it comes to rule maintenance.

In some companies, these do sit in IT, in some companies these do sit in business.  So it's pretty much a hybrid role, a very key role to ensure that the rules are correctly written and correctly managed and do fit the business requirements.

And then you also need to provision for a rules architect and developers.  And that's, again, something you should not overlook.  It doesn't take much training, but it is a specific skill set required and you can take some of your existing developer and transition them to that.  It's not a big issue, but it needs to be a clear and identified roles in your project staff.

Now, the other interesting aspect of this project is the involvement of the business analyst from the get‑go.  So as soon as the project was incepted, even before writing a single line of code, the business analysts were involved into the decision‑making process and then the inception phase of the project.

And at the end, you pretty much prove to streamline the rule writing greatly.  So you have some pretty, pretty nice number here, where three business analysts in about six months did write more than 6,000 rules and 60,000 test cases.

So the net takeaway here is the quality of decisioning.  If they detect that there is a problem into the decisioning, it now takes them less than 20 minutes to figure out where the issue is and repair it with one person looking after that.  And it used to take them three days with three staff to try to scramble and fix the problem.

So think about the cost saving, think about the quality of decisions that has been increased.  So, again, involve business analysts very early on.  Even though the platform was not fully deployed, the business analysts were already writing rules in routine server.  So that's another great capability that we allow thanks to the modular architecture of our product.

Now, let's switch gears, and take a look at process expansion examples.  I'm going to go through two quick examples, one from a telecom operator and the other one for a commercial bank.  So on the telecom operator side the focus is order management.  So it would have been the same thing in loan origination.

When you look holistically at the order management process, you have a pretty much long‑lasting process with key decision steps, and a lot of [staff] decision services ranging from eligibility to validation to translation of sales order into technical order.  So this was the think big approach.

Let's take a look at the order management process, let's [INAUDIBLE] on that, because the better we process the order the lesser cost of operation, the greater chance we have to get your customer and make sure they don't do shopping elsewhere.

So here the approach was pretty much to take a look at the current cost of operations [INAUDIBLE] to the prior case and look at where it was hurting the most.  So the situation was, 30 to 40 percent of the orders were containing errors, and there are quite a number of orders to handle on a daily basis.  And each error was costing quite a lot of money.

An order for a telecom service, believe it or not, is a lot of different fields, especially with the advance of cell phone and lots of options being enabled to us users.  And so each invalid order would cost over $100 in handling and processing with potential exposure to regulatory fines.

So if you look at this situation, you know, it's not a hard exercise to figure out that the point of focus should be the order validation step.  So that's how they started the project.  They said order validation is what we want to go after, and then we'll build upon that subset and write it through order function, order key decision service.

Now, one twist to the story they added, which proved to be very smart, is that similarly to our insurer, they looked at it as a gradual migration.  So on the righthand side, you have the legacy order management which obviously you have rules, validation rules that need to be enhanced, that need to be updated.

So instead of taking the system down from the get‑go ‑‑ and again, the system is made of order validation, there's a lot of different order decisions ‑‑ they decided to add up front of this legacy system, which happens to be mainframe based, a BRMS based order validation infrastructure.

So they would set up the infrastructure with a repository, with a tooling, with the engine, with the data connectivity, and then starting to build decision services, starting with validation.

So the path of the input order instead of being sent out directly to the legacy order management would actually be sent upstream to the BRMS based order validation, the enhanced order validation rule will kick in, kick out invalid order transaction and create an exception and populate the case information and then report on that.

And then if the order was valid, then it would straight through go to the legacy order management and then move along.  So by doing that, and again, you can think about it as a simple validation project that's already delivering lots of ROI, because you wouldn't sign invalid order to the legacy order management system, which, again, had rules that had to be updated when it comes to upstream validation.  So, a pretty smart approach to doing that.

Now, as far as the results, million dollar savings per month just on the simple validation project.  Faster order processing, real time on the status updates, so better customer satisfaction and retention.

So as I often say, even a simple validation project can definitely enhance your operation, prove the point that the BRMS works and set out the blueprint for more decision service to be shifted out of the order management to the BRMS based platform.

And obviously, built upon the success of the first deployment they then started to radiate to our order eligibility, to our scoring for a selection on the point of sale side of things, and through order fulfillment and provisioning on the other side of things.

So that was part of their second and third major iteration, but the vision is to fulfill all of key decision services through a BRMS based approach using the implement or deployment as described.

Another quick example from a commercial bank in the U.S., so here this is what I've called the quick win, the best bang for the buck.  So if you look at the process, if you have a hard time to find where it hurts the most as far as the cost of operation, as far as the cost of maintenance, we often have a number of customers forecasting on the point of sale operation.

And same story here.  The customer had an issue in the overall loan origination process, but here decided to move very close to point of sale decisions for the following reasons.  Moving close to the point of sale decision has a high impact on customer service.

So if you revamp the way you interact with customers, you have a better chance to differentiate.  So you can deliver the services online, you can transition yourself from, again, transaction processing to being a little bit more strategic focused and so and so forth.  So point of sale decisions, automation, definitely has very high impact on the customer service quality.

And then the high impact on the operational efficiency as well.  So when you process your data straight through and only involve your business experts on managing exceptions only, you're obviously going to gain and lower the operational cost.  And then you're going to allow those people to do a better job at managing the exception while being focused on routing data checks.

So the approach here was taken to, I would say, divide and conquer and validate and radiate.  So what does this mean?  On the divide and conquer side of things, two teams were actually involved for the implementation of the application.  One of the teams was focused on setting up the infrastructure, setting up the repository, integration of the engines, so more the integration side of the application.

And the second team was focused on rule content, harvesting rule content, writing, creation and then testing.  So this is something that's allowed thanks to the modular architecture of the product.  And it's definitely a very interesting way to parallelize tasks and then have a junction point close to the first deployments to ensure that the integration testing was fine.  Weekly iterations were put in place in order, again, to have checkpoints, make sure that things were all integrated and [INAUDIBLE].

Now, in the way they decide to radiate...validate the technology and radiate, their approach was a little bit different from other lenders.  What they wanted to do was tackle the most complex product first among their product portfolio.  So by doing that, any subsequent product implementation would be a copy/paste simplify approach versus trying to tackle a problem of greater difficulty.

So it's another way to see [a thing] that industries where products may be a little bit complex and complex decisioning such as eligibilities, [covering] and with [INAUDIBLE] dependencies and so on and so forth, this may be a good way to approach your problem, if you should take your most complex product, validate on that.  Any subsequent product would be easier to implement.

The other thing they wanted to do is use the vendor expertise ‑‑ meaning, ILOG consulting ‑‑ upstream and then gradually take over and transfer the knowledge so that it would be self sufficient.  So that's, again, the approach to focus on the most complex first because they will get all systems in order to tackle that and then any subsequent product implementation will be easier.

Now, on the operational side, they went about identifying the most conservative operational user, meaning the user who wouldn't believe that the system would be helpful.  So they did that consciously, identified those people and enrolled them in the pilot program.

And if they could prove to those very conservative users that not only we could deliver greater automation and greater customer service, but on top of that, tackle the most complex product decisioning, then the rest of the company would be definitely convinced that this is the right way to go.

So this is how they went about it.  They had side‑by‑side program implementation.  Identify a number of key users across geographies to pilot this program and be the downstream spokeperson, the converted people and sort of to really spread the word and make sure that everybody would buy into the new capabilities of the system.

So in order to do that, they started with prequalification, which is pricing [INAUDIBLE] and then gradually radiated to automated underwriting, reusing not only the infrastructure but some of the business rules along the way.

Now, if I look at these two use cases, especially if you are thinking about process expansion, my recommendation would be to think about the decision service, so take your overall process, identify key decision service and try to focus on the right atomic level, not too granular, not too coarse grained, but try to identify the right atomic level for you.  No silver bullet here, but we can definitely help you out with some suggestion that we try to publish in a checklist downstream.

The second point is try to blend ROI and time to market decisions.  You ask everybody today focus on ROI, but the time to market to deliver the ROI is also key.  And my comments here, pretty blunt, is why not just start with a data validation project.

Investing on analysis is very key.  All our customer having done process expansion mentioned that, so spend enough time doing the analysis upstream.  This will deliver you tremendous acceleration downstream where people will have common ground, an understanding of what the business rules are, what the business should be, implemented, managed and segmented.

It will definitely shorten the migration, allow for greater reuse of the business rules.  So try to spend enough time in the analysis looking at the business rules.  It's time well invested, it doesn't stall the project downstream and it actually happens to accelerate subsequent phases.

Now, to my last approach that I call standard stack.  So standard stack is pretty much a figurative way for me to tell you that there are some companies that looked at business through implementation as a standard stack approach, meaning they want to create holistically a new set of IT infrastructure components, often involving process management, content management, business tools, business intelligence, and so on and so forth.

So pretty much a set of key and critical and commercial grade assets all put together following most of a CIO office type of mandate, and then deploy that infrastructure throughout the company throughout key processes.  So we'll take a look at how two companies, a retailer and a financial service firm, have gone about this.

So the first example is from a retailer company.  They had a strategic goal which was to unify and streamline their operation, which was multichannel operation.  And they wanted at the same time to gain better insight on what the customer was doing so that they would be more efficient at improving their experience and maximizing the revenue with upsell and cross sell promotion.

The approach to do this was not to get a quick fix, because again, the scope was pretty large, right?  You were talking about unification of decision, we're talking about CRM inside, we're talking about promotion management, so it's a pretty large undertaking.

So the approach was to revamp the existing transaction management system and design an architecture that would enable to plug and play decision support system as needed throughout the course of the project.

In order to do that they had to phase out existing legacy stovepipes.  Most of the channel actually had their own approach to doing the transaction processing.  And then shift from what I call spotty automation to full‑blown automation with greater straight through processing and better exception management.

So how did they go about that?  If you look at the situation, again, [obsolte] front end order entry and quite a lot of issues related to fraud management.  So among all the set of [candidate decision service] they could look at, they decided to focus on fraud because they were figuring out that they were losing quite a lot of money.

And often enough, unlike point of sale type of project, fraud‑related project had a direct impact on your bottom line.  And pretty much easy to prove the return if you catch fraud, that's money that goes back to your bottom line.  If you focus your experts tracking fraud on the right business cases, that's also a greater cost savings.

So they decided to equip the loss prevention group with a BRMS approach, centralize all the rules in the repository, not for one channel but for all the channels, while integrating this infrastructure with a lot of key systems, such as the CRM system, the ERP system and quite a number of other data sources.

So when you look at the functional architecture, this is pretty much the way they went about it.  So on the lefthand side you have the different channels.  They had to get four different channels in that case.  With the front end, commercial grid application, so a Siebel on the retail and call center, a Web portal on the Web and a custom application for resellers.

What they implemented is a multilayer approach where, you know, an enterprise service bus.  We pretty much look at all the events, so it's an event‑driven architecture.  And then propagate those events to what I call the decision support system.

So the decision support system are in a sense a set of decision services.  That's where [deal] incrementally.  The first decision service to be deployed was on the fraud detection and fraud management.

And then building upon that success, making sure they had access to the right level of data, which was ensured in the first iteration, they started to plug in more decision service to cover pricing, to cover up sell and cross sell functions, to cover loyalty management and so on and so forth.  So by tracking the fraud detection and management, they ensure that they would integrate with all the data sources.

Key components such as predictive analytics, case management, content management and business intelligence, and that would set the footprint for more decision service to be deployed, including pricing of [sales], loyalty, and all the CRM types of functions.

So it's a pretty interesting approach.  It may be a larger undertaking at first.  But again, the decision was to go after fraud because it would prove to save a lot of money, and doing of due diligence and the data connectivity interfacing with the ESB in all the key applications in order to set the blueprint for more decision service to be deployed right after.

So it's what I call the plug‑and‑play infrastructure, more decision service can be plugged in into this decision support system because we have accepted the critical customer data and all the critical back end systems.

Now, let's take a look at another example from the commercial bank actually based out of Europe.  Here the initiative was to really revamp the whole IT infrastructure from front office to back office.  So, a pretty large undertaking, while still being focused on customer service and cost reduction.

The approach here was to define a single platform across all divisions to really create what is called a product factory.  So think that, financial service sell in a sense some virtual products.  Products are defined by rules.  So the infrastructure would be the supporting back door to create product, new products, new offering at a very fine‑grained level in a very controlled way throughout the company.

In order to do that, they wanted to really rationalize the technology backbone, the support platform and all the processes around that.  And it's pretty much moving the banking operation from a manual approach and non‑centralized approach to an industrialized approach where best practices are centralized, a product factory is being put in place, and new products can be deployed quickly.

So the way to go about it was to integrate the BRMS into a SOA stack.  And the first decision service they decided to go after was actually on the document management, to help data mine which form should be filled by customer for any type of transaction with the bank of the group.  So it sounds like a simple application, but again, you need to connect with a lot of different data sources and that would prove to be helpful to the customer and helpful for the customer experience overall.

Now, the way they approached this is create a blueprint architecture which is made out of several layers from the technical platform to the technical architecture, basic structural system, content management, product database and services in system, a layer of business process and business rule taught by business intelligence and then a total front end.

So this is pretty much the high‑level blueprint for anything that a bank does, setting up the infrastructure and architecture to be supported by the center of excellence in the CIO office throughout the bank, not only supported but enforced, so that each and every new project will have to objectify any exception to that architecture to the CIO team.

The pretty amazing story about that is in the matter of two to four years, quite a number of decision service were implemented.  As said, the required documents was the first project, but today and the latest count we have more than 70 decision services deployed through the enterprise.

And this has to do with all aspect of the business, from operational security to document control to the payment side of the house, pricing engine for retail banking, insurance underwriting for the insurance business, risk management in general, and so on and so forth.

So this blueprint architecture is very pervasive and is being refined as the way to go for each and every new project involving, you know, key decision‑making and impacting key processes.

So a couple of key facts on the standard stack approach.  First of all, it needs to be a corporate mandate.  So if you don't have a C‑level champion or high‑level executive, you're most likely not going to make it happen.  In each and every case, a C‑level champion was needed to be successful, and this person was the evangelist, the guardian, the keeper of the approach and would clearly define what constitutes success for the overall approach.

CIO office, center of excellence.  So that's definitely a way to go about these standard stack approach, so creating a team of business experts in each area develops a lot of benefit from sharing best practices, being the go‑to person, greater consistency and so on and so forth.

We have a lot of customer actually at our user conference Dialog mentioning that they did or they were about to move to a center of excellence approach.  So I encourage you to take a look at the customer testimonial video on our Web site to hear it straight from them.

The way they...this company has really involved the vendors is very strategic.  So the vendor is involved more in strategic work than tactical work.  So the vendor expertise is really tapped in very early on.

And then the IT staff and the consultants, whether in house or outsourced, are involved for the technical work.  So, again, a common theme is really...I mean, involvement of the vendor more in a strategic approach than just the down and dirty day‑to‑day work.

Another point is the upfront investment.  So, yes, it's something that may require a little bit more upfront investment with proof of concept, proof of technology, integration blueprint and so on and so forth.

But again, being able to impact more than 70 key decision process in the course of four years is something very significant.  So, yes, the full investment is needed, but if you have the backup of the C‑level executive, you may be able to pull this off.  And then you will see tremendous acceleration in subsequent project.

And last but not least, do not lose track of the goal.  Regular assessments need to be done and the assessments need to be very honest and need to admit sometimes that improvement can be made.

All throughout the course of all this project, we have been involved in some of these assessments and some of the fine tuning of the processes.  It's not always fine tuning about the code or the tools, sometimes it's just fine tuning about the process, how people are involved.

For instance, one of the companies shared that putting all the business managers in the same room in the same geography yielded tremendous benefit in order to gain an increase of quality of the rule writing and the accuracy of the rule writing.  So these are examples of fine tuning that can be done that does not necessarily have to do with the tooling.  So think about it from a process, from the people standpoint.

All right.  So with that being said, I hope that through these three different approaches, from a geo/product expansion, to a process expansion, to a standard stack approach, I have highlighted a couple of insightful comments and given you some insightful takeaway.

As a wrap‑up, things are iterative.  I hope that you've seen throughout this story that iteration is the way to go.  A lot of companies are very ambitious, but starting small and building incrementally is the way to go.

Make sure that you build a strong foundation in order to scale, put in place the right methodology, put in place the governance, the architecture, rule quality and the right rule writing paradigm and supporting tool.  It's as much about people as processes, and there's no one size fits all.

You have seen here throughout a sample of our customer through our geography in industry, that different approaches were taken.  But hopefully some of them hit your sweet spot, your current problem.

And I hope that you'll take...you did take some of the lessons learned off of this presentation.  So with that being said, I'll hand it off to you, Lee, for a question and answer session.

LEE:
Great.  Thanks, Bruno.  And let's get some of your questions now.  The first one has to do with the effectiveness of a BRMS.  The reviewer asks, can you make the case that a BRMS becomes more effective generally as it expands throughout different parts of the organization?

TRIMOUILLE:
Well, so, I mean, in general we are about the decision automation.  So you need to look at the processes and the steps within your processes where key decisions are being made.

Now, often enough we get asked, when to use a BRMS and when not to use a BRMS.  And my kind of rule of thumb are the following.  First of all, look at the velocity of change.  That's often something that our customer looked at.  So how often that the business will change, and if the business will change on a very frequent basis, that should be a very good candidate to apply the BRMS approach.

The second dimension is actually the need for business to own the business tool.  So maybe the base of change request is not so high, but somehow this pricing rule, this cross sell rule, this [suite management] rule, need to be in the hand of business users, because that's just the way to go.  They need to be in the driver's seat, and that's something that needs to be put in their hands.  So that's the second dimension: what's the need for the business to own that specific set of decisions?

And last but not least the need for auditability, a transparency, the need to create documentation reports, to document what are the business...effective in the system, the need to audit trail the changes of the rules.

So if you look at those three different criteria, it's a mix and match.  But it should enable you to find the right project candidate for the business group project.  You find the right KPIs, and then move on and illustrate the success and then move on toward greater expansion throughout processes, geo, and so on and so forth.

LEE:
Great.  And sort of following on to that, another viewer asks, on average, what percentage of the rules are authored and maintained by non‑technical or non‑developer personnel?

TRIMOUILLE:
All right.  So that's a very, very common question.  If you look at customers that's [similar] to the published from our Dialog '09 Conference back in February, you will see examples of customer going in kind of both extremes.

The tooling itself does support business users to be clearly in the driver's seat.  Where you put, you know, the frontier, depends on the maturity of the organization, the politics and the way that the company wants to go about rule management.

So we do have companies, for instance, take [evoshay], a retailer in France, give a testimonial that all the business rules are in the hands of business users as far as their creation and testing is concerned.

Then they hand it off to IT for the last step, which is the integration testing.  But again, they pretty much own all the different business rules that drive their promotion, the pricing and the loyalty management at the point of sale.  So this is the way they have decided to go.

Now, you may have some company, especially in the financial service, which at first may be a bit more conservative and only allow business users to access the rule in the read‑only mode and then as they get more comfortable, give a little bit more accept to the business rules, to the concept of rule templates ‑‑ so, not writing rules from scratch but filling placeholders.  And then, maybe gradually moving them toward more capability.

So there's no real rule of thumb.  We have companies where 100 percent of the rules are managed by business users.  We have companies that are more conservative and being more toward a 50/50 percent model.

The other thing to learn is that such companies such as [city streets], now IMG, moved from a model where they were more conservative at the beginning, having IT in charge of those business rules, and then gradually throughout a number of iteration and phases, involve business users more and more.  So even if you start on a conservative model, you can actually move toward a very aggressive model where business is in the driver's seat.

LEE:
Regarding those business users, another viewer asks, how much resources should you devote to training?  How much time should you devote to it, to make sure the people are comfortable with these roles?

TRIMOUILLE:
That also kind of depends.  But on average we have seen business analysts ‑‑ so someone I would say with a pretty analytical mind and background ‑‑ being able to pick up on the product in a matter of two to three days.  We do have a formal training for business analysts, which spans across five days, so that's I would say the most that it usually requires to get a first acquaintance with the product.

But most of our customer in the two‑ to three‑day turnaround do get familiar with the product.  And then, you know, the peer review, putting business analysts together, definitely adds a lot of benefit to the training.

So initial part can be tackled through formal, an academy type of training, but then the later part is about training by using the product and implementing those rules.  And here the center of excellence approach, in our case, grouping people together or enabling some communication between business analysts is key to enable them to wrap up and improve the quality of rule writing in general.

LEE:
Okay.  Great.  Another viewer says she's impressed with the breadth of the case studies that we provided today, but she'd like to know how much processes and results vary from industry to industry.  As you say, one size doesn't fit all.  Just how much doesn't it fit, I suppose.

TRIMOUILLE:
Well, it's, yes, it's a pretty tricky question.  Usually, I mean, we see a lot of very high ROI in the processes that are front‑end type of processes, so the order management, the underwriting, the pricing and promotion management at the point of sale.

You know, this tends to deliver very high ROI in terms of, a) being able to quickly update the rules.  And so back to this retailer example, I mean, in a matter of hours, they can update their pricing policy.  So that's pretty aggressive, that's pretty flabbergasting.  That's not something they do on a daily basis, but if they want to match a competitor offering, that's a good way to go.

Hotwire, for instance, is another example in the travel industry, where we have an industry which is very price sensitive and needs to adapt this underlying platform quickly.

So the fact of being able to update the business rule, again, you shrink it down from a month, two weeks, to sometimes hours.  So that's a pretty significant turnaround time.

The other factor is when you take those processes and increase it straight through,  we are being sure moving from 20 percent straight‑through processing to more than 80 percent straight‑through processing.

So here you're going to get a tremendous lift because you're going to answer to your customer faster, and then you're going to save some of these key expert resources to just focus them on transactions so you can scale your volume of business without needing to increase your staffing.  So that's pretty key as well.  And again, the 20/80 shift is something that we see regularly in the insurance business.

And then last but not least, we do have some customer reporting that the increase of control, the increase of auditability and documentation has saved them thousands of hours even on a monthly basis to be able to neatly and clearly audit the policy, audit the book of business.

And we have a great customer testimonial at Dialog from Nationwide, an insurer who started actually to deploy the business rule on an accounting application, and this accounting application proved to be the right way to go to foster and groom the deployment of the network of business.  They operate more than 30...well, they operate with more than 30 different sub business entities spread across a geography.

So going after an accounting application, which may sound just like strictly and solely compliance oriented did yield tremendous business benefits in grooming and nurturing this ecosystem of partners.

LEE:
Great.  And we have a technical question from one of our viewers.  Do any of our customers hot deploy using BRES?

TRIMOUILLE:
Yes.  So that's, I would say the hot deployment capability is something that all of our customer are using.  So then, of the business users pushing the right button, the answer is usually not.  Usually 90 percent, which we go over this last step, this last mile.

But take again the example of Hotwire or the example of this retailer in Europe, they can update rules in a matter of hours.  And they need their site to be up and running with the latest and greatest rules at all times.  So they don't have the leisure to turn down their site.  And so hot deployment is the way to go for quite a number of our customers, yes.

LEE:
And another viewer wonders, when you're going through a project like this, an expansion, what are some of the common setbacks that everyone seems to see?

TRIMOUILLE:
Well, the common setbacks is to take some shortcuts, I would say.  So if we go back to the main principle I talked about, the methodology, the governance, the architecture and the rule quality, sometimes these things get overlooked because users take the product, figure out it's pretty easy to use at first, which is true in JRule.

But one other thing I often said, although I'm marketing, is that it's not because you buy a BRMS that you actually get a BRMS deployed.  We do have some example.  We've heard about some customer who actually went too fast on to some of these things.  For instance, they overlooked governance or they overlooked architecture.

And then although they were able to deploy the first project, in a subsequent expansion were hindered by some of these shortcomings and shortcuts that they voluntarily or involuntarily overlooked at the beginning.

So don't...I would say don't burn yourself down into going too fast at the beginning.  We understand that there's a lot of pressure.  And this is where you can involve us as a vendor strategically to give you advice from the get‑go, start from the right foot.

But do not underestimate methodology, go in [at such INAUDIBLE] and build writing precepts.  You could still pull off your project on time on budget, but project expansion may be hindered by those shortcomings.

LEE:
Well, great, thanks, Bruno.  We're out of time.  This concludes today's Best Practices Webinar.  If you still have questions, don't worry.  We'll be sure to follow up via e‑mail.

ILOG offers a range of online resources full of information about business rule management.  We encourage you to visit some of the links listed here.  And, don't forget to register for Impact 2009, IBM Smart SOA conference May 3 through 8 in Las Vegas at the Venetian Resort Hotel & Casino.  Help your business thrive in today's economy.  Attend Impact 2009.

Finally, if you have time, please complete the post event survey that will appear on your screen shortly.  In conclusion, thanks for attending, and have a great day.

[END OF SEGMENT]
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