Hot Tips for Rule Modeling Part 2 When to Use Decision Tables and Trees



FELICIA:
Good morning.  Thank you for joining us for this morning's 30‑minute BRMS hot tips Webinar.  Our speaker this morning will be Julie Holm.  She will have a 20‑minute presentation and 10 minutes of Q&A.PRIVATE 

After the Webinar, attendees will be sent an e‑mail linked to our recording and slides, and a link to the BRMS modeling blog where we can continue to take any remaining questions that we do not get to.

We highly encourage you to use the Q&A panel located in the bottom righthand corner of your screen.  If you experience any technical difficulties, please feel free to ask for help in the Q&A box.  Now, let's get started.  Over to you, Julie.

HOLM:
Well, good morning to those of you on the west coast, but since I'm on the east coast, I'm going to say good afternoon to those of you on the west coast.  I'm Julie Holm, as she said, and we're going to talk about decision tables and decision trees today.

Before I get started, I want to just take a little bit of a step back, because last Webinar, those of you who were there, we talked a lot about modeling, also talked about term fact modeling and this Webinar and this discussion of format of rules really is a bridge between the modeling piece and the design piece.

When we're going into and at this level, we're really beginning design as well as modeling.  So let's get started.  All right.

When we're talking about business rules, their decisions, they're the combination of those facts that we talked about and the resulting actions that occur when we make a decision based on our terms and our facts.  We conceptualize them usually most easily as if‑then rules: if these facts are true, then I want this decision to be made in this way.

But we have a couple of other ways of conceptualizing them.  Decision tables provide you the rules in an Excel table like format, a format very similar to any table you might do, with columns that correspond to conditions, those conditions are the facts that need to be true and the actions which are the decisions that we're making.

Decision trees very going to provide us a tree‑like structure, this is very graphical, which are going to correspond to the conditions and leaf nodes that are going to correspond to our decisions, our results or our actions.

Let's take a look at this.  Let's look at these three kinds of artifacts.  And these are obviously the way the artifacts will look in JRules.  Hey, I work for ILOG and JRules are what I know.  But most rules that you might see are going to have some kind of similar artifacts.

We can see here we have our if‑then rules.  This is the standard.  This is the base.  All of the decisions can be really described this way.  Or we can put them in a table.  Here's a typical decision table.  Note that the first columns here, loan duration, loan to value, our condition columns, yearly interest rate is our action column.

And here is a sample decision tree.  May be a little hard to see, we're going to see a bigger version of that toward the end of the presentation.  So you'll get a chance to really kind of walk through how that is working.  But that is making decisions as we go down.

All three of these artifacts really are business rules.  I can't stress that enough.  All of them can be thought of in terms of the if‑then.  It's really a way of how you're packaging them, how you're visualizing them and how your business users see their logic.  And that last is almost certainly the most important: how do the business users, the one whose work this is actually see their logic?

So when are we going to use a decision table?  Well, let's look at this example here.  We have these conditions and actions to the rules.  If the yearly repayment of the loan is between zero and 10,000 and the credit score is at least 900.

And you'll see that for each of these, we're always using the same facts, the same attributes, the same relationships between two objects, the same set.  And we're always setting the same value, the same object, the same attributes.  So we know that we are creating the same response, we are using the same sets of facts.

There's a lot of redundancy here.  The only thing that's changing is our threshold value.  This is a perfect example where it makes sense to take this logic and put it, as you can see here, into a nice table which allows us to have our yearly repayment, our corporate score and then our results.

What are the advantages of decision tables?  Well, you can author a lot of rules at one time and have authoring efficiency.  Let me go back here to the previous one.  Here we have really 12 different rules.

If we put these in if‑then rules we would have 12 different rules.  And each of those rules in an if‑then format has a discrete look to it, you're going to look at them one at the a time, you may not see all of the relationships between them.  When we have this kind of a relationship, it can be very useful to see them this way.

They're easily understood by business people.  Business people understand tables, and they understand them even better if the knowledge that's in the rules actually originally came from tables.  And if you have this information in tables, you can put them in Excel spreadsheets and you may be able to generate your rules automatically from Excel spreadsheets.

If you have logic where the value changes every year, and you want to create tables every year to look up a value, a threshold, think of tax tables, how every year the IRS changes those values.  You may want to have that in something that you can just pull in from an Excel spreadsheet or a database table and have that knowledge in there.

You have to be careful with decision tables.  You need to make sure you don't overuse them.  People see them as a nice way to put a lot of rules together.  They see them as a nice way to...for business people.  But sometimes they're not appropriate and sometimes they don't work.

Here are some signs that your data, your information, your knowledge may not belong in a decision table.  If you have a decision table where you have a lot of empty cells, then your data may not be as structured or as redundant as you really need for a decision table.

If the data is needed by a database or the decision table is generated by a database table, now I just told you may want to do that, but it may mean that your decision table is really a lookup table.  We're going to talk about that in a minute in a little bit more detail.

If you have actions that are heavily repeated ‑‑ you're creating the same action over and over again ‑‑ that might be okay, but it might be a clue that your logic needs a little bit of attention.

Now, all of these signs may very well be true for a perfectly great decision table, but it's kind of a flag that you might want to do some more analysis.  I'm coming back here a couple slides back to show you let's say on this decision table the rows zero, one, and two, your grade in row two was an A.  So that you had A, A, A, A.  Lots of repeated results, okay?

If you did a little bit more analysis on that, you would realize that it didn't matter what the corporate score was, you always had a grade of A if the yearly prepayment was between 0 and 10,000, as long as the corporate score was 300.

Well, that portion of this rule might not belong in this decision table.  You might want to just empty out corporate score or change it so that the whole thing said, if it's at least 300 then we're going to give it an A.  Or you may find that you really want to take this portion out and put it in a business rule.  But you need to think about it.

All right.  How do you tell the difference between a decision table and a lookup table?  You know, there are lots of lookup tables that really only provide the relationship between a limited number of pieces of data or even a lot of pieces of data.  So how do I identify a lookup table that's not a decision table.  Here are some of the clues.

We're going to ask if the information in the decision table is being used by other parts of your system outside of the rules.  Is this something heavily used elsewhere?  When you have something that's heavily used elsewhere, you do need to kind of ask yourselves what do I...why am I using it elsewhere, is it really a rule?  Is it really part of a decision?

Next is, does this information need to respond to a SQL query?  Are you saying, gee, I need to be able to query my decision table.  Well, if you're querying your decision table, that is a really strong clue that it might not be a decision table, that it might be a lookup table.

Are there a few or only one condition column and then many action columns?  You know, if this value is A, that set this value to this and this value to this and this value to this, that is a real clue that you actually have a lookup table.

And if you have trouble stating this knowledge in if‑then terms, that really is a clue that you have a lookup table not a decision because a decision should always be naturally and easily stated in if‑then terms.

Now, you may use a decision table to do lookups.  That is a valid use of a decision table.  When would you do this?  You do this primarily when you're making that lookup inside the rules and generally only inside the rules.  You may not want to process the rules, look at the value and then process some more rules.

We have been using, you know, rule based reasoning has been blindingly fast since the seventies when we started working with the [reidy] algorithm and decision table and database table lookups aren't as fast and probably never will be.  So you may not want a process to spend some time doing rules and then go into this slower situation.  It may be better to have these codified as rules.

So it's valid to do a lookup table inside your rules, just be aware that that's what it is.  It will impact the way your rules go together, because really you should not be making a decision just setting values.  And you will need to think about where you're storing values and how you're using those values further down the road.

Remember that decision tables are rules.  Again, a little bit of a screenshot from JRules.  And you can see that this line number five in this decision table really is truly a rule.  And the underlying technology of your rule based reasoner is probably actually running the if‑then condition, not running a table.  So that while your business users are seeing this in terms of a table, the technology is seeing it in terms of the if‑then and ultimately probably a network of some sort.

Let's talk about decision trees.  I think we've done decision tables to death.  They're less common than decision tables.  Again, we have repeated logic but that logic might be asymmetric.  Your decision table with a lot of spaces in it might really be a decision tree.

One important thing about decision trees is this can be harder for business users to understand.  Trees are not as intuitive to all business users.  In fact they are not as intuitive to a great number of business users, maybe even the majority.

You want to use that when your business users' expert knowledge is represented in tree form.  If you have something where you go to your business user and they have a logic in a tree, it's this, that, whatever, that is the time to consider business...the decision trees.  Classical uses of decision trees are things in classification, diagnosis, things like that.

When we're talking about a tree, it's made up of nodes and leaves.  At each node one piece of information, one fact is evaluated.  The leaves will contain your actions, and each leaf will contain all of the actions that the root to that leaf imply.

Keep in mind that that action should be one atomic action.  There should really be one action.  There might be parts of it.  Very often you will have set of fields and you will leave a message saying, I set this field for say an audit trail, something like that might happen, but it's really two discrete parts of a single action.

The next Webinar we're going to be talking about atomic rules and atomic actions so if you have any questions about that you should consider signing up for that Webinar, too.

Each path from root to leaf, including all traversed nodes is a rule.  Now, that may not be clear.  Let's look at a decision tree.  Here is a decision tree.  And this one is from one of the examples that ships with JRules and I built it on mortgages...or, actually I think it's one of the examples in the training.

We're trying to check out at the age of the borrower is greater than or less than the minimum age.  If it's less than the minimum age, then we come out to this rule five leaf which is on the right, which is going to make that borrower ineligible.

If the age is greater than or equal to...if the minimum age is actually here less than or equal to ‑‑ that is the borrower is older or equal to the minimum age ‑‑ then we're going to check how many mortgages that borrower has.

If that borrower has more than four mortgages, we go down the righthand again to rule four where we say, hey, they're not eligible for this many mortgages, but if they have less than or equal to four, then we go on down to check the co‑borrower's income.

And first we're going to check whether or not that income is used for the loan quantification, yes or no.  If it is, we're going to continue down.  If it's not, we're going to make them ineligible.

Note here we're going through a lot of the same, we would if we created these each individual rules, go through a lot of the same questions.  At each rule we would say, is the minimum age or not, is this enough, is that enough?

But it's very asymmetric, because we are deciding sometimes on a smaller number of things where to go.  And that's, you can also see if you look at I understand this is probably hard to see, but if you go down to the one, two, three, four little branching, you will see that we say, does the co‑borrower reside in the residence?

Well, the logic is if the co‑borrower is not residing in the residence, which is the lefthand branch, then we're going to check on a certain LT for the income.  But if they are going to reside...actually what I say here is we're going to continue on with other questions because we have other things we're going to do.  I just didn't want to do the entire tree.  And this may indeed take a whole different bunch of decisions, a whole bunch of different branchings from there.

Again, like the decision table, each leaf node, each and, represents a rule and that rule is how you traverse this logic from the beginning to end.  So if we start at the top, we say if the minimum age, actually it says the minimum age is at most the age of the borrower.

But really we're saying, if the borrower is above the minimum age, or at the minimum age, and the number of the mortgage applications is four or less, and the co‑borrower's income is used for loan qualification, and the co‑borrower does not intend to reside in the property, and the qualifying income is less than 90 percent of the loan to value ratio of the mortgage application then we're going to make this mortgage application eligible.

So that whole thing.  I think you can see from this example why sometimes this can be a little confusing.  So be careful of decision trees.  Look and see if you're reusing nodes, because that may mean you have too much redundancy, you want to use a table.

Remember that it's harder to put it together or to understand the logic.  If that's true, then maybe you need business rules.  Generally use a decision tree only if the knowledge is represented in tree form.

So we had three types of artifacts that provide us flexibility and some very natural ways to represent rules.  We're going to use business rules in most situations, decision trees for repeated symmetrical logic...I mean, decision tables, excuse me, for that symmetrical logic, trees for the repeated asymmetrical logic and decisions at separate nodes.  So let's move on and go to the questions.

FELICIA:
Okay.  Great, so back to referring to the tables, someone wanted to know whether that would work for an and condition as well as an and/or condition in a table.

HOLM:
Well, let me take this,  let me go back to the example.  Indeed it is an and condition.  This is an and all the way across, so that when I come here, we're saying, if all of the conditions are true, that means the duration of years is between five and eight and loan to value ratio is at least .7, less than ..

Here's a tip.  If your conditions are being connected by or, a decision table and a decision tree will not work.  You need to be using basic rule language.  It simply doesn't.  I will also be telling you shouldn't be putting your conditions together in or's, but that's the next Webinar.

FELICIA:
And the add‑on to that was also can you generate this from Visio 2?

HOLM:
You can generate it certainly in Visio any time you are designing.  You can do it in Word.  I do it in Word when I'm documenting quite a lot.  The how you are going to create it as far as creating an executable decision tree decision table, generally you're going to be using either database or Excel or a tool.  Of course, for all of you it will be JRules.  But Rules for .NET I know uses Excel.  I know that JRules has a capability to pull in Excel, but not Visio.

QUESTION:
Okay.  Then, there are parsing impacts when using decision tables.  What recommendations do you have to avoid performance hits compiling, parsing and executing?

HOLM:
When you're...executing should not be an issue, at least it isn't with JRules, because these rules are truly stored as [dowl] rules so that the parsing is not actually an issue.  The underlying technology is rule based for JRules.

You may wish to compile and to deploy a compiled version of your rules rather than trying to use an interpretive version of your rules.  That is the one big recommendation I make.  And I have to say, I can't speak to other systems very well as far as how to make those more efficient.

QUESTION:
Okay.  And is there any limit to the number of conditions that can be included in a single if statement [flash] column?

HOLM:
Your, each column is a single condition.  So for each condition, you will have another column.  So there is a limitation on an individual column.  It will not be easy for anyone to understand if you have created a column with more than one condition.

In the example that we're looking at right now, the loan duration is one column and the minimum and max are actually pieces of that condition.  So actually we have even split the column for one condition into two.

As far as numbers in a table, the only limitation is, how many makes sense?  How many are understandable to user?  I believe JRules allows for far more columns to be created than any business user will ever understand.  I don't remember the total, but it's at least in the hundreds and maybe a thousand.

FELICIA:
Okay.  And then switching over to trees.

HOLM:
Okay.

FELICIA:
Decision trees when attributes of how two pieces of information are linked is important, for example, it's linked automatically it means once thing and it's based upon a human decision is another thing.

HOLM:
That's correct.  And when you are doing this, you need to...when you're deciding your rules, you need to keep that in mind.  I will point out that you need to keep that kind of thing in mind no matter what the presentation of your rules is.  That's going to be true with if‑then rules as well.

And it will depend on what tool you're using with...but that is part of your design process no matter what representation you have.

FELICIAN:
Okay.  Can a decision tree be split into two nodes and then merged back to a lower node on a path?

HOLM:
Generally not.  Generally if you think you have to do that, your order of nodes is probably not good.  That is a situation where you need to think what you're doing.

What you would do if you really are honestly in a situation where you need to do that ‑‑ and that's possible, I have run into it ‑‑ is that you're going to essentially replicate the similar logic at the end of two different nodes.  But if you're doing that, think about the order in which you're doing the logic and if there isn't a more efficient way to do it.

Again, as with the trying to put more than one condition in a column, if you do that, you're going to create a tree that is absolutely impossible to understand why this is happening and where it's going on.  And that's not the point of using this kind of a representation.  The point is to make it clear and not less clear.

FELICIA:
Okay.  And what do you mean by a node?  Can you define that?

HOLM:
Yes, a node in the decision tree example, it should be on the screen right now, you're going to see nice little pink diamonds, and those pink diamonds are where a single fact is elaborated.

So a node is the point on a tree where a single fact is evaluated, and then we determine which edge, which of these decisions we're going to go down, what direction are we going to go down, based on the evaluation of that node.

FELICIA:
Okay.  If the conditions are indeed and in a decision tree, does it matter which or the nodes are set up on the tree?

HOLM:
It does.  That will largely depend on two things: one is the need for repeating a node, the need for repeating an evaluation.  If indeed I started with qualifying income, which is at the bottom, and had minimum age at the top, I would find myself having to evaluate a minimum age five times across this tree, which would make it a much more complex tree.  I need to think about, when do I always use something and when do I only use something sometimes?

The other reason that it makes a difference is because we are again doing this because it is an easier way to understand.  You want to put these nodes in the order that your business users understand them.  So that's going to be a really critical issue.

FELICIA:
Okay.  We are out of time, so the remaining questions I will go ahead and e‑mail you the answers when Julie answers them on our blog.

This concludes today's Webinar.  I will send out an e‑mail with a link to our blog as well as a recorded version of this presentation.  Thank you for attending, and have a great day.

[END OF SEGMENT]
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