Hot Tips for Rule Design: How to Recognize a Good Business Rule



HOST:
Good morning.  Thank you for joining us for the fourth 30‑minute BRMS Hot Tips webinar.  Our speaker this morning will be Julie Holm, who is a Senior Business Policy Analyst at ILOG, an IBM company.PRIVATE 

She will have a 20‑minute presentation, and then we will have 10 minutes of Q&A.  After the Webinar, attendees will be sent an e‑mail with links to our recording, slides and a link to the BRMS modeling blog where we can continue to take any remaining questions that we do not get to.

In an effort to stay within 30 minutes, all participants are muted.  We highly encourage you to use the Q&A panel located in the bottom righthand corner of your screen rather than the chat feature.  If you experience any technical problems, I have provided a WebEx technical assistance number in the chat menu.  Now, let's get started.  Over to you, Julie.

HOLM:
Well, hello, everyone.  Today, this is the fourth in a series of four Webinars that we've had on business rule modeling.  It's really been from the business side, because the reason you have a BRMS system is because you want to enable your business to take control and take ownership of their logic.

So today we're going to talk about rule writing, and it's going to be from a business point of view, not that there aren't great tips here for technical folks, but we're going to be looking from a business point of view.

We're going to talk about rule writing best practices, and there are five I'm going to talk about.  The first three, atomic decisions and atomic rules, separating decisions from their enforcement and rule organization, apply to any rule system that you develop using anything.  The last two, the rule vocabulary and categorization, are more JRules specific.

Now, I'm going to tell you right off that if you only get one of these, you want to get the atomic rule topic.  Ninety percent of your best practices revolve around striving to have all your rules be atomic rules.  So we're going to really focus on that, and most of the Webinar is going to be on that topic.

Let's continue.  There we go.  Atomic decisions and atomic rules.  Those are my important things.  So let's return to the definition of a business policy, because JRules provides a lot of flexibility in how rules can be written.  But our experience with many, many customers shows that there are some of these best practices that are going to make these rules easier for business people to understand right and maintain.

Coincidentally, they're also going to make it easier for technical folks to debug, they're going to make them easier to test, they're going to make them easier to maintain from a variety of perspectives.

But our real focus is the business people.  Remember that a business policy is an atomic ‑‑ we're going to be defining atomic in a minute ‑‑ natural language statement that describes the way that business people want some aspect of their business to operate.  You've heard that in a couple of these Webinars, it's a real important definition.

So what is an atomic decision or an atomic rule?  On the most general statement of it, it means that one and only one decision is represented in a given rule.  You don't have a rule that is making multiple decisions.

This means you don't use a number of constructs, and we're going to be going into that in more detail, but you're not trying to make multiple decisions.  If you have two decisions to make or three or 500, you're going to have at least one rule per decision.

Now, what does that mean?  When we look at this and we say, what are atomic decisions?  Well, let's look at these.  We have a decision, is a customer eligible for a loan?  So we have three things that we want to know about, that we want to know if the customer data is valid, if the customer has sufficient income and if the customer has good credit.

To determine if that data is valid, we want to know if the address is valid and if their Social Security number is valid.  There are probably other things we want to know, but that's for our example.  And if the address is valid, we want to know is the zip code valid?  [INAUDIBLE], which are the atomic decisions.

Something about rules when we're talking about atomic rules, is that we are identifying a decision for each rule.  That does not mean that there isn't another rule that helps make part of that valid.  That's a separate decision.  When we make a decision about the customer address, we look at the zip code, is the zip code valid, and whether it exists in a postal database.  Those two things make another decision.  So we have a hierarchy of decisions.

Now, you may recognize if you're a technical person that part of what we're talking about here is rule chaining.  And sometimes we say that rule chaining isn't the best way to order rules.  And that's absolutely true.  Rule chaining is not the best way to order rules.

But it is the best way to break down a hierarchy of decisions, in many cases.  So that each rule makes its own little decision and those smaller decisions are combined into bigger decisions.  Let's take a little more detailed look at this.

Here are first before we look into the detailed look, some of the non‑atomic decisions.  So if we're saying that the zip code is invalid or the address isn't in a postal database then it's invalid.  We don't want to do that.

Has a credit check with a score above the threshold been run, and has it also been received?  You want to separate those because you have functionality as far as running and receiving.

Resident.  I'm actually going to return to that in a minute.  Get the customer's income and run a credit check.  You can see, you've got more than one thing going on with all of these examples.  Like I said, I'm going to return to this one, because this one might be an exception, depending on your domain, depending on the work you're trying to do.

Let's come back to that in a minute.  So let's look at a hierarchy of atomic decisions.  We're going to look at the customer address, as I detailed earlier.  The smaller ones, is the zip code valid and if the address exists in a postal database, we have two rules.

We then take the conclusions of those rules and create another rule to make sure the customer's address is valid.  Now, a smart person is going to note that if we exist in a postal database that making sure that the address is valid doesn't really need to be there.  The second rule would be atomic even if we had that, the if statement if the zip code is valid and if there exists an address in the postal database.

And that is absolutely true.  And it depends on how you think about it, whether or not that has to happen.  But let's say we want to have it this way.  There's that one.  There's that one.

Note that if you use a valid zip code in another rule, let's say we use the valid zip code rule and a rule about a supplier that has nothing to do with evaluating a zip code on somebody's who's applied for a loan but actually you're making sure that the address is valid on a supplier that you're using, you can use the same rule.

If you have an enterprise rule system, you can reuse your common rules.  Let's say you change your zip code rule so that you're not just checking a list, what you're doing is you're checking, using a numeric, for example, algorithm or going to some other source for this information.  If you change the zip code validity rule, you effect the change in both places.

So we could change the logic in one place if we use atomic rules.  When we start getting away from atomic rules, that reusability becomes a problem.  Remember what I said about chaining logic.  We're only going to use it if it reflects the business logic, but in hierarchical atomic rules it usually does.

What are some of the other advantages of atomic rules?  It's easier to audit what went wrong for a couple of reasons: one, to determine how did I make this decision?  Most BRMS systems want some kind of audit, some kind of way of knowing how we made this decision.

Even if you don't need that you need it when you're testing.  You needle it when you're debugging.  It's much easier with atomic rules.  If you have non‑atomic rules, you don't know what part of the rule caused the problem.

Validation is a big deal.  If you have rules that overlap, if you have redundancies, if you have gaps, you're going to find them much more easily if you have atomic rules.  And, you're going to be able to use automated tools.  Sometimes with non‑atomic rules the automated tools will not always find them, because it doesn't really know in a non‑atomic rule which decision is being made.

Also, remember these are rules for business people, they're going to be more easily understood if they're atomic rules.  So how do I identify that I have non‑atomic rules?  How when I'm writing my rules can I figure it out?

And I'm going to also talk about a couple of exceptions that you might use, that you might use.  There are some times when maybe you don't need to have atomic rules.  I will say right off I have a lot of experience in this field, and I try never to use the exceptions.

If it means an extra rule and I can keep them atomic, I do, because I find every time I use an exception there's a chance that that exception will end up growing and I'll have a problem.

Here's an example.  If there's an or in the condition.  For an example, if the age of the borrower is at least 21 and the borrower has signed the application, or the age of the borrower is less than 21 and the age of the co‑borrower is at least 21 and the co‑borrower has signed the application.

Those are, for the business purposes of a mortgage, possibly true equivalents.  I'll just tell you right now it probably isn't.  There probably, if we decide we could have...we want to change that age to 18 for the borrower but not for the co‑borrower, we have different decisions.  Or if the criteria for the co‑borrower changes, you know, if you're the co‑borrower you have to live there, you end up with a lot more complexity.

But I am going to go back.  And I told you I was going to talk about this.  Is the customer a U.S. citizen or permanent resident?  There are some situations, legal situations, where these are truly equivalent ‑‑ that this truly can be used as equivalency.  And that may be true in the kind of domain that we're talking about, the mortgage domain, where it doesn't matter and it's not going to matter.  You can buy in the U.S. if you're in either of these categories.

So something like this is likely to be a place where you can make an exception.  But I'm going to tell you, I wouldn't do it.  I would write two rules, one that says if you're a U.S. citizen you've satisfied this condition and if you're a permanent resident you satisfy the condition, and then create it.  So that if I decide that I want to add certain visas, I don't have to fool with that.

If there's an "and" in the result, this is, remember, we should only make one decision.  We should only make one action.  It should be one logical action in a single atomic rule.

Now, if two actions are part of a single logical result, we can really consider this still an atomic rule.  The very common exception is that you do something and you write a message to say you did it.

Another way that you have a non‑atomic rule is if you use an else clause, because if you use an else clause you are by definition making two decisions, one if you're true, one if you're false.  One if your conditions are true, rather, one if your conditions are false.  This is always non‑atomic, and the only time I would ever use this is if you have a true binary condition but think very carefully if you have a true binary condition.

Single or married seems like a true binary condition.  What about people who live together?  What about people who are separated?  It gets complex.  Most situations get complex.  The work I'm currently doing actually has a situation that's a true binary condition, but I can't share that with you because of confidentiality.  But it does happen.  True binary conditions do happen, and that is one place where...the only place an else clause makes sense.

Now let's talk about a couple of things other than atomic rules the last four or five minutes I have.  Separating decisions from their enforcement.  The typical classic example is I'm going to make a decision as to when I'm going to write a report or when I'm going to send a message.

And then I send a message.  Separate the process of actually doing the activity.  You might say, as in this example, if the value is more than the value threshold we're going to send an e‑mail report, we're going to send a message to John Smith.  And we can later say, if I'm supposed to send a message to a particular person I'd do it via e‑mail.

If you change how you do messages, you don't have to go through and change every rule that results in an e‑mail report.  If you decide, you know, we're not going to do e‑mail reports anymore, we're going to do text messaging to cell phones, or even more, I'm going to let each person decide what kind of format they want.

Do they want a message?  Do they want an e‑mail?  Do they want whatever?  Do they want a hard copy on their desk?  And then have a system, say, if I have messages I'm going to go through and format them.

You want those things separate.  It is always best practice to separate enforcement of a decision from the actual decision in business rules.  Another reason for doing that is that the rules themselves are owned by the business, aren't they?

The enforcement is almost always owned by IT.  They're the ones that have the technology to do it, and it's important that it stay in their hands.  Changes to it are going to be an IT change.

Let's go on to the next one.  So we're not going to do this.  I already talked to this.  Rules represent business logic and enforcement represents IT logic.  So enforcement's going to require an IT development cycle.

Please note this last bullet.  You might use rules to do enforcement.  Rules aren't always just in the business logic.  But it should be separate rule.  Rule organization in very large rule projects, that can be a very important thing.

There are two primary methods of organizing rules.  The first one is process driven.  If your rules are part of business process and there's an order in which decisions should be made, what comes first?  What comes next?  You can organize the rules by that process.

You also can have a functional category.  For example, banking you might have credit card rules, mortgage rules and signature loans.  Now, you might use both.  A real frequent example of that is having a process‑driven organization with common rules.

The common rules are often functional and the other rules may be process driven.  Reuse often uses functional to pull rules into a process‑driven organization.  So you can layer both on top of each other.

Vocabulary.  When you are deciding how you're going to refer to things, especially pieces of information, I won't call it data, because it's information for the business.  Tech folks might think of it as data.

When we're talking about the information, i.e., the facts, if you attended Oscar's Webinar, we're going to use the rule writer's view of the domain.  That's usually business terms.  I have been in a couple domains where the rule writers were technical and we used more technical terms.

Whoever you intend to be the person writing and maintaining the rules use their term.  Identify standards that fit your business and enforce them consistently to make the rules easier to maintain.

Large vocabularies can be hard to navigate and work with.  It's possible to categorize both vocabulary rules and JRules.  Categorization can be done on any basis.  You need to determine what the breakdowns are for your business and think when you're deciding about how this will affect rule writing.

For example, here, if we're talking about loans, borrower, employment, creditworthiness are going to apply to all loans.  We're going to use it all the time.  But if we're talking about mortgages we need property, tax assessment, lot, mortgage information, insurance, inspections all this stuff.

And for credit cards, we might need a corporate guarantor if there exists one.  We don't need state tax assessments for corporate credit cards.  So we don't need to have that vocabulary available to us when we're writing the rules we want to categorize them.  So that's all I have today, and I'm ready to take some questions.  Do you have any questions, Felicia?

FELICIA:
Yes, please go ahead and post your questions in the Q&A to the entire audience rather than directly to the presenter.  The first one is, if a rule has "and" clauses in a condition is it considered an atomic rule?

HOLM:
Yes, "and" in the conditions is absolutely atomic.  You have a set of conditions to make a decision.  You don't have to have one.  You can have a whole set.  And you can have very complex "and" clauses.  The important thing is to keep the or's out.

FELICIA:
The next one is, are decision trees considered atomic?

HOLM:
Yes.  Actually, with decision trees it's very difficult to not do atomic, because essentially with a decision tree, a decision tree is not a rule by itself.

Each branch is a rule, which means that each leaf note is considered a rule.  And it's really very difficult to make non‑atomic leaf nodes.  The one place you might do that is where you're trying to put a lot of actions in a single leaf node.  That breaks our rule about separating decisions from their enforcement and it's the only way you really can do a non‑atomic rule in a decision tree.

Decision table is another situation where it's pretty difficult to do a nonatomic rule because each row in a decision table translates to a rule.  And really they have to make one decision.  It's very difficult to write a decision table with or's.

FELICIA:
Is there a rule engine available that allows drag and drop for rule changes for non‑IT users?

HOLM:
Drag and drop?  I'll have to tell you that I'm not aware of one that uses drag and drop.  I know that JRules uses dropdown lists, which I think is very useful.  But I don't know about drag and drop.

I have a couple here.  Will we be sending out the slides?  They'll be available on the Web site, on the blog.  Is there a format or standard for writing rules that you would recommend?

Well, the standards that we've talked about in this webinar are big.  If, then, BAL rules are, the way I would ‑‑ BAL is Business Action Language.  And that's a JRules construct, but it essentially is a simple if‑then rule is what I generally use.

We talked about decision tables and trees at the last webinar, and if you're interested in that format question, Steve, you might want to check out the last Webinar.  I think it's still available.

FELICIA:
Yes, it is.

HOLM:

When using truly atomic rules and all are setting the same value, how do you ensure that they are mutually exclusive and comprehensively exhausted?  Especially if the value being set must be set in order for other rules to fire.

I talked early about how atomic rules are easier to define overlaps and redundancy.  And that's exactly what you need to do here.  You can do the easy thing manually, but if you're fortunate you have a rule system that will identify where you have overlaps and good automated tools will tell you by analyzing the content of the rules.

And we'll tell you where you might actually make a decision
 twice with a given set of data, which is really what you're
 concerned about.  It's much easier to do automated than it is to do manually.  It's impossible to do manually with non‑atomic rules, however.

FELICIA:
Okay.  I have one.  You talked about organization of rules as process and functional.  How does this play into which rules go into BPM versus VRE?

HOLM:
There are processes within both BPM and BRE.  And it's really going to depend upon your domain and your approach, to be very honest with you, and particularly your domain, the area of business in which you're working.

The truth is that you can do rule‑driven BPM.  So you can indeed use those process organized rules as part of your BPM, but you also can say, okay, you know, this is just part of a given decision.

Essentially when you look at your atomic decisions and you're looking at a hierarchy, each rule set should be making a decision.  If you get to the top of that hierarchy and you say, you know, I don't have anywhere else to go, then you have a rule set that you either want to separate within a BPM or you want to separate within a rule a rule flow of some sort.  And exactly how that works is going to depend on you, your domain, your standards and your industry.

One example, because I know that's awfully vague, but one example I'll say with our domain, example of the mortgage, determining if someone is eligible...is going to get the mortgage, is eligible for the mortgage...

And determining whether or not someone will need to purchase insurance and how much insurance, those are two different rules.  And they're not two different decisions, they're not two different decisions that are part of one decision, they're part of a process.  They're part of a mortgage processing process.

There isn't a question that contains...or, a decision that contains both of them.  You have a decision to give it and then a decision to recommend a required amount of insurance.  In that case, those things do not happen at the same time.  So they're probably candidates for BPM.

FELICIA:
Can we call each row and decision table as atomic?

HOLM:
Yes, each row in a decision table should be atomic.

FELICIA:
Is there a book on JRules?

HOLM:
I don't think there's a book on JRules.  There are a couple of excellent books on rules.  The ones that I tend to recommend to customers are [Barbara Von Holly's] Business Rules Applied, and [Von Roth's] book which unfortunately at the moment I can't remember the name of.  Do you remember the name of it?

FELICIA:
No.

HOLM:
I think Business Rules Apply, is [Ron Roth] and [Barbara Von Holly's] is...I will put it in the blog.  I am now confused.  But are the two ones I find most useful on that.  As far as JRules itself, I think outside of our own documentation, there really isn't anything.

FELICIA:
Is it called Business Rules Approach?

HOLM:
Yes, it is the Business Rules Approach.  Thank you, Felicia.

FELICIA:
Actually I purchased it, letting you know.

[LAUGHTER]

Two more questions.  Is there an interface to CA meta data repository?

HOLM:
I don't know.

FELICIA:
Okay.  If the number of rules become too huge because of trying to create atomic rule, is the atomicity of action keeping some from in a condition an acceptable compromise?

HOLM:
I would be extremely skeptical of a number of rules becoming too huge.  I think if the rules are becoming too huge, then probably you have an organizational issue, not really a number of business rules issue.

We've fielded processes with tens and even hundreds of thousands of rules and not had a problem with atomicity.  I have personally managed the development of systems with as many as 8,000 rules and have not had a problem.

One thing, if you have an amazingly large number of rules then what you want to look at is whether or not some of these rules should be in decision tables and also whether or not you are including data, data lookup in rules which sometimes happens.  And it may be valid, depending on your domain.

FELICIA:
Okay.  We are out of time.  This concludes today's Webinar.  I'll be sending the e‑mail out within 24 hours with a link to our blog, the slides and the recorded version of this presentation.  Thank you for attending, and have a great day.

[END OF SEGMENT]
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