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STINEMAN:
Okay, hello everyone, and welcome to this IBM Web Presentation, Taking the Risk out of Changing Business Decisions.  My name is Brett Stineman, I am the Product Marketing Manager for the WebSphere ILOG Business Rules Management offering.  And I'm joined today by Linda Nieporent and YeePin Yheng, from the Business Rules Management Product Management Team.PRIVATE 

And we are going to talk a little bit about some of the factors that you need to consider when thinking about managing decision logic that's used by your various business systems and how to basically feel very confident that when you make a change that it meets the needs of your organization.

Now, before I begin a couple of items.  This session is being recorded and the slides will be provided afterwards, which is a very common question.  So you will receive an e‑mail with information on how to access the recorded version of the presentation and the slides.

And secondly, if you have a question, please use the Q&A window in the WebEx interface to ask questions.  We will collect those, and we'll have some time at the end to cover the questions that come in.

So quickly as an agenda, I'm going to speak for a little bit just about the requirements that you need to think about to enable fast and reliable change using a business rules management system.  And then we'll go into a couple of demos.

One is looking at doing rule testing and simulation from a business user perspective, and Linda will do that.  And then secondly, YeePin will look at how do you from a development standpoint customize the test and simulation scenarios that will be used by a business user.  And we'll do a quick conclusion, and then go into the Q&A.

So if we think about kind of what the overall goal that organizations have is, when they're trying to automate decisions within various business systems, they want to be able to do that in a very fast and reliable manner.  And using a business rules management system provides several benefits related to this goal.

As you can see here, the ability to provide better communication between various lines of business and IT ‑‑ rather than kind of just sending things by e‑mail or static documents, you now have a way of having a common language between the two sides that they can both use.

Secondly, being able to automate decisions in a very precise manner where a decision made [can and they vary] based on customer type, a geography, a transaction type, a process, et cetera, and you want to be able to easily automate those decisions that you can across these various systems in a way that is highly precise and is able to deal with that type of variation.

And then thirdly, organizations are looking to be able to deal with changing business conditions more easily and faster than they have been previously and to be able to deploy those changes and make them used within the various production systems as quickly as possible.

Now, in order to achieve these benefits, it's really important to think of a couple of things from a technology standpoint.  When you're looking at a business rules management system, you have to think, when you're thinking about this collaboration issue, you have to look at what are the tools that are provided and are those tools specific to each type of user that's involved and participates in managing business rules.

Secondly, in terms of how do you define the decision logic that systems will use to automate these decisions?  So you want to be able to have the capabilities that allow ease of use in defining and maintaining that decision logic and really having clear visibility as to what it is.

And then thirdly, in terms of being able to implement those decisions more easily and faster, is you have to have the ability so that users are able to verify that what they do is correct and it meets their needs.

So I think what you see here at the bottom of the slide is really true.  It's, being faster is not really better unless you are sure that the changes meet the need of the organization and also the needs of the systems that will use that decision logic.

And this is really critical, and it kind of leads us to the theme of this particular session which is around how do you make sure that your confident that those changes meet your needs?  And there's two principle ways that you're going to do that and here I kind of lay those out.

So first off, you need to have the ability to test rules and changes to rules.  And really what testing is doing is ensuring that rules function per the requirements that are defined.  So it's basically trying to validate those rules against a set of test cases that you can determine that under a certain set of conditions the right rules are firing, then you can define exactly which rules you would expect to be used in different situations.

You also want to look at what the outputs are based on different inputs.  So you want to have different test cases and say, I know that if this set of inputs comes into the business rules management system, the engine should output a certain set of things that will be used by various systems.  So you can basically define those test cases and you know that you can run those through and you can do a set of unit and regression tests.

The second piece is around simulation, and this is, people get a little bit confused because there's some similarity between testing and simulation.  But what you're really focusing on in simulation is what's the business impact of those changes.

So you're going to aggregate a large set of data and you're going to run it through some cases and then you're going to look at those outputs, but in a kind of a more holistic sense where you want to understand how does that impact overall my business?

So you can see a couple types here of things that you might be looking for.  Will that change increase or decrease my revenue?  Will it change the way that my systems interact with customers in terms of maybe the types of offers that are being given or whether I'm going to accept or decline certain customers that may be requesting different types of products or services?

And then lastly, do those changes meet the key performance indicators that the organization has set and that are crucial to achieving various business goals?  So you really need to be able to do both, and what we're going to see in the demos that Linda and YeePin are going to do is looking at both testing and simulation.

First, as I said, Linda is going to show it to you from a business user standpoint within our rule team server environment.  And she's going to be showing a set of capabilities that we collectively call decision validation services.  This is a new product.  It's part of JRule 7.0 offering and you can see here a couple of things that she's going to focus on.

And then YeePin is going to look at testing and simulation from a development standpoint and how you can customize testing and simulation scenarios using the Rule Studio environment which is the development environment that is built within Eclipse.  And you can see some of the things that he's going to focus on.

So at this point, I'm going to hand over to Linda and let her start with the first demonstration.  All right, Linda.

NIEPORENT:
Thanks, Brett.  As Brett said, what I'm going to be showing is from the business user perspective how to do testing and simulation.  And I'm going to show that using our Rule Team Server module, which is the Business User Rule Management Interface, for any of you that are not familiar with JRules and the set of modules that we have.

What I'm looking at here is a project on eligibility rules for an insurance company we call Intellinsure, this is our fictitious insurance company we use.  And, Patrick who I'm logged in as right now, is a policy manager at Intellinsure, and he's responsible for the eligibility rules.

And he has discovered recently that we're getting way too many claims from students who have had accidents, and we need to tighten up our eligibility requirements so we can avoid those sorts of claims in the future.

Now, he's concerned about a couple of things.  He wants to raise his rule, he wants to be confident that he tests his rule and it does exactly what he wants it to do.  Then he wants to worry about the business impact, so we're going to do simulation as Brett described.

So the first thing I'm going to do here is create a new rule.  And this is based on a template, so part of the rule is already filled in for me, because we write several rules about how we determine high risk.  I'm just going to quickly add this rule.  And one thing I want you to notice is that I'm going to put this in a status of defined and that's going to become relevant later on.

Now, I'm using our point and click interface here for writing my rule.  And the conditions that I'm going to apply here are, the driver is a full‑time student and the number of accidents the driver has been involved in is at least two.  So we're not setting very high thresholds here.

And this also has to be the case that the driver has not taken a driver's ed course, so that's how I'm setting up my rule.  And as a result, I'm going to set the high‑risk driver to true and put in a message saying, this is a high‑ risk student.  Now, that seems nice and simple; your rules may get more complex and you may be writing a whole series of rules.

So then the next step is to test and make sure that this rule that I've written actually does what I intend it to do.  So I'm going to go to my test suite and I have a regression test suite established for my eligibility rules.  What I've already done is established in this case 11 scenarios that test the different conditions in the rules that I've written.

And when I last ran this, everything was good, had a success rate of 100 percent and I've just, I'm viewing the report from a previous run and I can see some details which test did I actually specify when I created these scenarios, and I care about the eligibility response.

In this case, for this data scenario which should have been false, and it is, good.  These are the rules that fired.  And I'm going to show you how can establish these.  This is the type of report that you get.

Now, the data itself is stored in an Excel spreadsheet that I'll show you momentarily.  And basically what defines a test suite is which rules you're testing, and I'm going to test all the rules that are in my project right now including the new one that I just created.  And, what data is it going to operate on.  And as I said, we'll look at that in just a moment.

And I'm going to rerun this test suite right now, because I want to include the new rule that I just wrote.  I know the previous regression suite executed 100 percent.  I wrote a new rule, I want to make sure that there are no unintended side effects of the rule I just wrote, that all the scenarios I expect to work correctly continue to work correctly.

Now, what's actually happening behind the scenes here, as a business user all I had to do was specify which rules I want to test, what data I'm providing to it and I selected a server against which I'm going to run.  And RTS deployed a rule set to that server, put the data that I specified against the rules and gave me the results back.

So I have a report that looks very much like the report I just ran, but actually it is a new run with my new rule in it.  So, Patrick can be very confident that there are no regression issues in the entire rule set based upon the rule that he just added.

But that's not quite good enough to finish my testing.  I also need to look at the entire regression suite which is in this Excel file, and I need to make sure that the scenario for which I just wrote that rule is properly tested.

So I have 11 scenarios in my Excel file here.  Now, what this Excel file is is the input data against which I'm going to run the rules, and the expected results that I expect to get back.  So the previous suite had 11 scenarios and I'm actually going to open up ‑‑ this is like a cooking show where there's something really coming out of the oven ‑‑ a new Excel file in which I've added one scenario.

So I have Scenario 12.  The input from my rule set are one or more drivers to be on this insurance policy and which coverage I'm requesting from the insurance company.  And the rule that I just wrote is really about the driver.  So if I look at Driver 13 here, he has not completed a driver's ed course, he is a full‑time student and he has had two accidents.  Okay, these are the relevant conditions for the rule that I just wrote.

If those conditions are true ‑‑ I'm switching to the expected results tab here ‑‑ for this new scenario I expect the eligibility response to be false.  Okay, the business user, I'm setting up these are my inputs, this is what I expect as an output.

And if I got back to Rule Team Server now, I'm still looking at the report from my previous run, and I can quickly go back and edit the test suite to update the scenarios that I want to use.  So I have a different Excel file I want to use to bring that in, and then I'm going to save and run.  Now, here again, I select the server, my developer has set up for me, configured which server I'm allowed to test against.

And I'm going to run that.  Team Server is taking care of any deployment activities that are necessary, it's actually running the rules with the data that I've provided including my new data scenario, and it's processing all that information into a report.

And what I'm hoping for as Patrick here is that now I have the entire regression suite including my new scenario with 100 percent success.  And wow, isn't that fantastic.  If I look at Scenario 12, the eligibility response I was expecting false and that is what I got.

And if I look here at the list of rules fired, I can see my high‑risk student rule that I just created did indeed fire.  So this was exactly what I was expecting.  I can be confident that my rules are working as expected ‑‑ the individual rule that I just wrote and the entire rule set based on my entire regression suite.  So that's great, I wrote the rule, it fired correctly.

That doesn't tell me that next month when we have a whole new set of applications coming in I'm going to get the results that I want.  So that's where simulation comes in.  And if I look at my simulations folder here, I have two simulations defined: one is the deployable rule from last month.

Now, if you noticed, I said, pay attention when I set the status of the rule to defined; that rule does not come into effect for this simulation report.  This simulation uses all rules from a given extractor and it's only the ones that are deployable.

And I'll show you how this works in the simulation definition but the scenarios used are not in an Excel file anymore because that's not really sufficient for a high‑volume simulation.

I'm now accessing data that's in a database that's a historical abstract of policies from the last month.  And I'll show you how this establishes here, and that's what YeePin is going to show you how to set up when he talks about the developer side of establishing this environment.

My report also looks a little different here.  I don't care about the individual results from all of my individual scenarios, because I'm not looking at that level of detail.  What I want is some aggregate information, key performance indicators.

And here what's been defined is, what's my acceptance rate and how is that by the different states in which we do business.  Now, this is all custom in the report because this is specific to your business and this is what you can, I'll show you how to specify.

So my rejection rate from what's in production, my deployable rules, is 18 percent.  And now, I want to look at my challenger simulation definitions.  This is all the rules using last month's data.  Now all the rules uses the new rule I just wrote in addition to all the deployable rules.

I'm going to start running this simulation.  Again, I select a server, I can create an Excel file of all the output data.  Usually for a simulation, that's going to be an awful lot of data, so the developer might push that data off somewhere else, say, into a database.

Simulations can be long running, so you can run this in the background.  And I can view any running simulations I have and come back for a status later.  While that's running I want to show you how the simulation is defined, and this is very similar to how test suites are defined.

Essentially, it's, what rules am I testing?  In this case, I'm using the default, everything in the project.  For the other situation, I was selecting a subset of the deployable rules.  You can also test against the older baseline if you want to.  And the scenarios.

Now this looks a little different than how it looks for testing or how it looked for my test suite, because I used an out of the box format.  This is how it would look out of the box, I select Excel as where my data is going to be stored and where I'm pulling it in from and I can browse to find an Excel file.

But for simulation, you probably want to create something more custom.  In this case, I'm accessing data in a database.  All the business user needs to see here and select is which data set they want.  If they want to use last month's data, last year's data and that's all the business user needs to do and now this simulation is defined and can be run by the business user since it's been configured by the developer.

Now if we take a look at the resulting report here for all the rules, including my new rule using last month's data, I have a higher rejection rate.  Great, that was what I was hoping for.  I want to reject more of those students who are having lots of accidents, so my claims payments are going to go down.

So great, I'm now confident that my test, my rule is written, is correct, I validated that with the test suite.  It doesn't have any unintended side effects.  I've confirmed that by having the entire test suite, not just a unit test for the one rule.

And I've run a simulation using first, my deployable rules that's in production against my historical data and then the rule set with my new rule run against my historical data.  And with a few things set up up front, I don't have to go back to IT every time I want to add some new rules and see how the changes impact with any of this data.

Now, you might not have it so simple and get it right on the first try, so another thing I'd like to show you here...and this is, everything we talked about so far is DVS ‑‑ Decision Validation Services.  Behavior and everything I showed you with testing was out of the box behavior, and what I showed you in simulation there was some customizations for the database access, for those charts and the report.

This tab in Rule Team Server is a standard Rule Team Server customization where you can add your own tabs and put some custom functionality on it.  And in this case, we're using some of the DVS reports as part of what our custom behavior is.

And what I have here is all of the reports that I've run on simulations and I can compare my champion...what's in production and running against historical data where my base rate is 18 percent rejection against any challenger simulations that I run.

So I might try a few different sets of rule changes and see which one gives me the right rejection rate that I'm looking for.  I don't want to reject too many students, I don't want it to go change too little.  So I can play around with that and easily see side by side what my results are.

So that shows you Rule Team Server, adding a new rule, running a test suite, seeing how the results come out when you run it with a new rule, adding a new data scenario to make sure your new rule is taken into account in your regression suite, and running different simulations with different sets of rules and/or different sets of data so you can understand the business impact of the changes you're making.

And now I'm going to hand it over to YeePin who is going to show you how the developer makes this all so seamless for the business user.

YHENG:
Thank you, Linda.  So what I'm going to show you from now on is that how as a developer can make use of the toolings that we provide in Rule Studio environment in order to provide the business user to access his source of data in order to run the simulation.

So what you see on the screens here is that in JRules 7.0, we introduced another project type in Eclipse which we call the DVS project.  That idea of providing this project is to provide a way for the debugger to define all the customization that is related to simulation or testing.

So on the screen what you see here is called customization editor.  In this editor, you will be able to see all the necessary different moving pieces when you want to define a customization of your DVS features.  And also at the end of the day what you would like to do is to repackage your application as you can see here.  It's going to generate the application that you can deploy to your application server.

So it depends on what is the application server that you are using.  So for example, you can define the configuration for WebSphere, you can define the configuration for JBoss.  So it's going to generate the application which groups all the customizations that you would like to provide for your business users into one application [DFL or Walfile].

So the other key things that you just saw in what Linda had shown you in the simulation is that you can define a custom format.  So out of the box we do provide the Excel 2003 format and [the tap] formats.  But if you want to say, provide another format to grab the data from a database and produce a custom KPI report, you can define your own custom format.

So in the demonstrations here, I'm going to show you how you can grab the historical data from a database and producing charts using a Google charts LPI.  So I can drill into the format that I define here.  And you will see there's a format editor associated with it.

So the first most important part is that you need to define how your data is constructed and how you want to provide the scenarios for running the simulation.  So here I have a result that is associated with this editor that allows you to define a scenario provider.  So a scenario provider is essentially is the extension point that we provide for you to define how the data can be constructed.

So it provides you some configuration that you can specify.  It's a bunch of Java classes that you're going to generate with this result.  So for example, I'm going to specify my scenario provider of the name specified here, and also you can see that there's another extension point called renderers.

So this part will be the extension point that you can insert any UI in RTS in order to select your scenario data.  So if you recall, you will be able to select a different date range for your scenario data.  So that piece of the UI can be defined with the renderer here.

So I'm going to show you what the...codes that is generated.  So essentially, that for the RTS UI renderer, it will increment the right extension point with the right interface generated.  So all you need to do is basically just to fill up the blank and use our run‑time packaging features to generate the application for deployment perspective.

And then if you go through the scenario provider it's the same thing, I'm going to show you how exactly it could be implemented, but what I'm showing you here is that the result that we provide associated with our editor generates a bunch of code that has already implemented the right interfaces.  So all you need to worry about is just how you want to define the data should be obtained from and using the API tool to do the simulation.

So for example, if you take a look at the predefined scenario provider for the format that I showed you earlier on, you can see that this is the interface that is generated.  So the important part is that you need to construct the scenario in order to run the simulation.  So this is a set of API that you can use so if you want to grab the data from database, you can implement this API.

So let me go back to the format editor.  So a platform defining the scenario provider you can also specify different components, different moving pieces in a format.  For example, if you want to customize your task, you can specify different positions that you want if you want to compare the numbers.  So there's a bunch of things that you can configure, how much details that you want to expose.

So for example, if you want to allow the business user to define the task for the rules that is not fired, you can do that.  So this piece of information actually allows you to configure what is inside you want to allow your business user to write the task against with.

And then for simulation, the most important pieces is that we need to define how the KPI looks like.  So the KPI again is defined with the Java functions, and we do provide the wizard as well for you to define what type of KPI, how do you want to calculate a KPI in order to measure your business performance.

So let me show you what a KPI looks like.  The interface is actually straightforward.  So for each KPI calculation, you're going to grab all the data that is necessary.  For example, you can grab the data from the risk forms, it can get the data from the repressed, which contains all the input data and output data.  So you can make yourself those data to calculate the key performance indicators.

And the results can be stored in the RTS database.  And once you have stored that results, the next thing is that you definitely would like to decide how the KPIs should be visualized for your business users.  So again, similar to the scenario provider, we do have the renderer that can be associated with the KPI.

So there's, for example, this is the renderer part that you can insert, integrate it into routine server so essentially you can provide any JSB text that you want to bring into a routine server UI.

So for example, what I did here is that I'm using the Google API, providing some data for it to generate the right image file in order to visualize how the KPI and do the KPI [compare], for instance.

Okay, so what I basically went through with you is that with the tooling support in Rule Studio, you will be able to develop a custom format that defines how you want to construct your scenario data.  So you can grab the data from a historical database that represents most recent use cases for a simulation.

And then, you will be able to define more than one KPI that represents how well your business is performing.  So that's on...and you'll also be able to integrate any chart solutions that you want within your format definition.

So for example, if you want you can use the BIRT as a solution for your charts so BIRT one of the open source product and is shipped together with JRules.  So you can make use of the BIRT to generate those charts and integrate it into routine server UI.

So that pretty much covers the end‑to‑end process, what are the moving pieces, what extentson points that we provide here and the extensive toolings that is available in the Rule Studio for you to define the custom simulation scenario.

Apart from that, if I go to, going back to the customization editor, so every time you do that repackage what we do is that we are going to generate the end use group.  So you can see that you can run this end use group to repackage your application as well, which is going to contain all the extension points that you defined with Rule Studio.  So if you want to customize how you want to repackage your application, you can do that here.  So this end script is pretty much reusable.

Just before we move from this simulation customization capability, I just would like to show you one other feature that is available in the Rule Studio that helps you customizing or extend your testing capabilities.

So if you go to the root project, we provide the root project maps that [give you various tasks] that is necessary for you to enable the DVS.  For example, we have this check project feature that checks your different object model to make sure that the business object model allows you to generate the right Excel template.

So we also have a feature here to generate the Excel file so you can select the root project generating an Excel file.  For example, you can generate the Excel format here if you're going to generate the Excel 2003 format.  And then we also provide some features which allows you to run the Excel file from within a Rule Studio environment.

So here we have this DVS Excel launch configuration.  So what we need to do is to specify the Excel file that you want to launch with and generating..and selecting the root project that you want to run against with.  And at the end of the day, we're going to generate a report that shows you how many tests passed and how tests failed.

So let me show you what the reports looks like.  So essentially, the report is very similar to what you see on the routine server environment.  So with this approach, you can see not necessary that you need to go through the routine server interface to run the test, you would be able to run the same [XSNL] file within your Rule Studio environment.

So last but not least, you can definitely try to repackage your application through the results here.  So it allows you to generate a new DVS project, a new customization, a new configuration that is related to the DVS scenario and implement in routine server.

So basically what I covered here is that I showed you the various moving components in DVS and how you can make yourself the customization features to achieve that goal which is enabling the business user to run the simulation, setting up a testing server for your business users.

And I also showed you some of the features in Rule Studio environment so that you can run the Excel file without rewriting any code at all.  So you will be also providing a lot of toolings, helps in order to make the customization available for your business users.  So that pretty much concludes the demonstration that I would like to show you for my session.

STINEMAN:
Okay, great, YeePin.  And I think hopefully you got a good idea of the capabilities that are provided both to the technical and non‑technical user in terms of being able to verify that changes meet the requirements using these various Decision Validation Services components.

And so basically to summarize what we've looked at here, as I said before, we're meeting the needs of both of those types of users and giving them those capabilities specifically within environments that are tailored to their needs.

Being able to ensure that rules meet the requirements and being able to reliably test those; and then thirdly, with the simulation capability, going beyond just making sure that the rules meet the functional requirements, that also being able to assess what's the business impact of making a change and being able to run that against different cases and also being able to do comparisons with those.

So in terms of the product offering, Webster ILOG Decision Validation Services is a product of the JRules BRMS product family.  As I said before, it's new in Version 7.0.  If you are familiar with the JRules product offering, in the previous version ‑‑ in the 6.X version of the product ‑‑ we had a component called Rules Scenario Manager, which was a separate environment.

That is actually now no longer part of the product family, we've taken the capabilities from Rule Scenario Manager, and we've improved upon them and we've also integrated them directly within the other environments so that it is easier to access and utilize those as compared to what we had with Rule Scenario Manager.

So now for a business user they can work directly within the Rule Team Server environment to do their testing and simulations at the same place as they're able to do authoring and editing and governance of their rules, they can also do the testing and simulation.

What you also saw was the ability to use Microsoft Excel as a data input source, but you can also use databases if needed.  But Excel, I think from a business users standpoint, is a very nice tool for being able to build out and make changes to the data input.

And then putting the configuration and customization capabilities directly within the Rules Studio environment to help reduce development time and effort and so that the developer can very quickly and easily build out those customizations and give them over to the business users so they can start using them.

And then the third piece of Decision Validation Services which we didn't actually cover in these demos is a component we call Decision Warehouse.  This runs within our Rule Execution Server environment, where you can manage the actual production of rule applications.

And this provides a way of doing queries and reports and analysis of the rule execution audit trail from the rule engine, and to be able to easily find exactly what rules have fired under different situations, different transactions, different date ranges, et cetera.

And to also be able to link those executions back to specific rules as they are defined within the repository and being able to look at them within the Rule Team Server environment.

So when you get the reports there's links, you can go back and see okay, this particular rule fired on this date, and you can actually look at the rule as it was defined at that particular moment in time.  So if that rule has been versioned several times, you could actually see that when this rule fired, what was the actual version of the rule at that particular moment?

So I think it's very powerful capability both for auditing purposes as well as a third way of doing validation of exactly how the BRMS is performing and operating.  So again, that's called Decision Validation Services, and it's part of the JRules 7.0 offering.

And just to kind of conclude, in terms of the overall WebSphere ILOG Business Rules Management offering now with our 7.0 release both for JRules and our rules for .NET product line, you can see here, the way we're describing it is, providing confidence ‑‑ so, being able to manage rules with confidence.  And you can see for the different types of users who are involved in rule management how we provide that kind of confidence.

So from a developer standpoint, you know, providing tooling directly within Eclipse and Visual Studio, and from a line of business perspective, the Rule Team Server environment with the integrated testing and simulation, and some of the other capabilities that we have for doing rules governance such as the rule versioning, the graphical history management and comparison, syntax and semantic rule querying, et cetera.

And then from a kind of operations standpoint, being able to deploy with confidence through the Rule Execution Server environment with integrated monitoring and management of the production rule application and also being able to deploy those rule apps and rule sets through a variety of different way that they can be used in production.

So whether you're deploying them to the J2EE rule engine, whether you're deploying them as a Web service, or even if you're deploying them out as COBOL copybook code using our Rules for COBOL add‑in, provides a number of different ways so it can be deployed and utilized in production, as well as the Decision Warehouse capability that I had just described.

So at this point, now that you've seen the product in action, before we go to a Q&A, just real quickly I'm going to point you to some resources.  So although we are now fully part of IBM, we still have the ilog.com Web site up for the moment and we expect that through the end of the year.

So you can go to ilog.com/products/businessrules, and you can access a number of different Webinar series that we've been doing over the last year in case you want to get more education.

You can also go to the Business Rules Management Resource Center at ilog.com/brms.  There you can get things like the trial version of the product, you can look at videos that we have that we call BRMS TV, white papers, our forums and blogs, et cetera.  So I encourage everyone to visit those resources.

And at this point I think we're going to go into a Q&A and we've actually got quite a few questions that have come in through the Q&A window in WebEx.  I encourage people to keep sending those in.  If we can't cover everything in the next 10 minutes or so we will get back to you afterward.  So we will respond to all the questions.

So I'd like to start with a good question that came in early on which was kind of asking about static analysis, what we now call rule analysis.  And what about the analysis that you want to do before you do the test?  And so Linda, I thought maybe you could touch on what the difference between rule analysis and rule testing is.

NIEPORENT:
Sure, Brett.  And the question was, can you do this before you test with the actual data?  And yes, you can.  We support a lot of rule analysis testing, and it will look for things that are non semantic content of the rules necessarily, but, will the rule never fire?  Are there any inconsistencies in your rule set?  Are the rules that are superseded by other rules, or [subsumed] in other rules?

There is also some semantic content to the rule analysis that you can do that you get with the reports in both Rule Studio and Rule Team Server which does a little more intelligent checking based on the semantic content of your rule.  And that is certainly something that you would want to do before even proceeding to your data level testing that I've shown you here today.

STINEMAN:
Great.  Now, another question is kind of how is the data set up or configured?  So, you showed an Excel spreadsheet with the data, and maybe can you talk Linda a little bit more about how you would actually create the Excel file for the test data?

NIEPORENT:
Sure.  The Excel file that I showed, as I said, was out of the box format that we support.  A user either in Rule Studio or in Rule Team Server can generate the blank Excel spreadsheet that has all the column headers that include all the data that has to be entered for the rules to be executed.  And you can select when you're generating this template file which values of the output that you want to test against.

So in this case, I wanted to test the eligibility results.  You might want to test an eligibility result, an amount of something ‑‑ whatever your key output is that your rules are generating for that decision ‑‑ you include those specific values in your expected results.  And then the Excel file is generated for you and the business user particularly would fill out all the data scenarios, the inputs and the outputs to use.

Now for simulation, as we said, typically you have much higher volumes of data so you don't want to have this poor business user entering so many thousands of rows in Excel, although that would work.  So that's where you want to pull something in like a database linkage like YeePin showed how to do.

STINEMAN:
Okay, great.  So YeePin, actually now, looping over to you, there was some questions about performance on the simulation.  I think this kind of relates back to any best practices or recommendations we have on setting up the servers that would be used to do simulation.  And can you provide a little bit of information about the use of the rule execution server for testing and simulation?  YeePin, I think you're muted so if you can unmute yourself.

YHENG:
Okay, sorry about that.  So typically you wouldn't want to run the simulation against your production server.  So because if you want to look at 10,000 or 20,000 records that you want to submit as a simulation request, you wouldn't want to affect your production server at all.

So what we have provided in JRules 7.0 is that you will be able to configure a separate testing server that you can dedicate to a simulation.  So with that approach you can run a simulation throughout a day without really affecting your production system at all.  So that can very well be, has been provided pretty well.

And as you can see in Linda's demonstrations, so she would be able to select the server that they want to run against risks.  So as Rule Team Server administrator, you would be able to configure which other server that you want to expose to your business users.  So definitely you wouldn't want to set up the production server for a simulation run.

STINEMAN:
Okay.  And another question on simulation, there was a question that came in here about, is simulation using real historical data?

YHENG:
So out of the box we are using the Excel file as you learned, but most realistic use case is that you will probably want to load the data from the historical database and try to run the simulation against risk.

So in order to do that, in the second half of the session, what I showed you is you will be able to, using our extension point which is also called the Scenario Provider, to define how you want to load the data from.

So definitely loading the data from a historical database is the most frequent approach and is going to be a very realistic use case.  So we do support it by, it needs to be implemented with the customization extension point.

STINEMAN:
Okay, great.  There's actually a question I'm going take here.  I'm trying to find it, I'm scrolling through, but I think I can recreate it because I'm not seeing right now.  But that is, the question was, can you use this simulation to do process optimization?

So I think there's actually an important distinction really to understand.  So the simulation that you can do through JRules is really focused on decision points.  And those decision points might be within a process, but they are very focused on specific decision points and the outcome from those various decision points.

Process simulation that you can get through a BPM product is really looking at the end‑to‑end set of activities that take place in a process and being able to simulate how long it might take to go through different paths and looking at where there might be bottlenecks in the overall process.

Now that said, you could actually use our rule simulation as part of an overall process, just because you may use BRMS at certain points within a process to decide whether or not a customer is eligible for straight through processing.

Let's you take a typical use case that we have.  It could be claims management in the insurance industry.  So you may, as a claims management system very early on when a claim is submitted want to make a decision as to whether a customer is eligible for an automated acceptance of that claim or whether it needs to go through some manual process.  You can take the same thing for things like underwriting a loan or other financial services types of products.

Do you accept the customer based on the inputs that have come in, or do you have to have that reviewed?  So you could use simulations to determine the frequency that you're willing to have straight through processing versus manual processes where people need to be involved, and you could look at how a change to a rule might affect that and you could use that as part of an overall process optimization initiative that's going on.

But there is definitely a difference between simulation in the BPM product versus simulation in a BRMS.  Each one has a very specific function, a set of requirements that they're dealing with.

Another question that we have here ‑‑ I think we've got time for a couple more ‑‑ is about the baseline and doing tests against baselines.  So, Linda, can you talk a little bit about that?

NIEPORENT:
Sure, I showed that very quickly in showing the description of the simulation.  It's a very typical thing to say, I want to go back and run against some baseline previous checkpoint of my rules and run a given set of data against that baseline and use that as my champion scenario as opposed to what I was using as my current deployable rule.

So you can select any baseline that you have established in Rule Team Server as the version of the rules against which you want to run.  So you might have several years' worth of rules in there and you've checkpointed when you deployed certain versions of your application.  And you can go back and run a simulation against the rules at any point in time for which you have one of those baselines.

STINEMAN:
Okay, great.  There's another question here.  Give me one second.  It says, can JRules get the data dynamically from a Web service?

YHENG:
I can answer that.  So we do not get the [WSDL] import directly into our environment, but we do support the XML schema.  So you definitely can write a [wrapper] that grabs the data from a [deeshon] service and then you import that object model into the Rules Studio in order to access those data.  But we do not do the [WSDL] import directly within our rule project.

STINEMAN:
Okay, great.  There's a lot of other questions, I don't think we're really going to have time to get into all of these.  I think at this point we've come to the end of the hour, and we will respond back to everyone within the next couple of days, and so you can look for a response back on that.

And then we will also post the recording of the Webinar, so if you want to go back and go through those demos, feel free to do that, as well as to be able to access the slides that were part of this presentation.

So with that, I'd like to thank everyone for joining us today.  Again, go to the Business Rules Management Resource center for more information, or go to the ilog.com site and go to the BRMS section on that.  And I thank you for your time.

[END OF SEGMENT]
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